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Weighted node impurities of child nodes based on entropy and Gini index: 

(3)  𝐸𝑛𝑡𝑟𝑜𝑝𝑦 (𝐷) = ×  𝐸𝑛𝑡𝑟𝑜𝑝𝑦(𝐷 ) + ×  𝐸𝑛𝑡𝑟𝑜𝑝𝑦(𝐷 ) 
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  with: 𝑁 = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑜𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑠 𝑖𝑛 𝑐ℎ𝑖𝑙𝑑 𝑛𝑜𝑑𝑒 𝑖 𝑁 = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑜𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑠 𝑖𝑛 𝑝𝑎𝑟𝑒𝑛𝑡 𝑛𝑜𝑑𝑒 𝐸𝑛𝑡𝑟𝑜𝑝𝑦(𝐷 ) = 𝐸𝑛𝑡𝑟𝑜𝑝𝑦 𝑜𝑓 𝑛𝑜𝑑𝑒 𝑖  𝐺𝑖𝑛𝑖(𝐷 ) = 𝐺𝑖𝑛𝑖 𝑖𝑛𝑑𝑒𝑥 𝑜𝑓 𝑛𝑜𝑑𝑒 𝑖 𝐸𝑛𝑡𝑟𝑜𝑝𝑦 (𝐷) = 𝑡𝑜𝑡𝑎𝑙 𝑒𝑛𝑡𝑟𝑜𝑝𝑦 𝑜𝑓 𝑡ℎ𝑒 𝑠𝑝𝑙𝑖𝑡 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑒 𝐴  𝐺𝑖𝑛𝑖 (𝐷) = 𝑡𝑜𝑡𝑎𝑙 𝐺𝑖𝑛𝑖 𝑖𝑛𝑑𝑒𝑥 𝑜𝑓 𝑡ℎ𝑒 𝑠𝑝𝑙𝑖𝑡 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑒 𝐴 

 

Impurity improvement due to split based on entropy and Gini index: 

(5)  𝐼𝑛𝑓𝑜𝑟𝑚𝑎𝑡𝑖𝑜𝑛 𝐺𝑎𝑖𝑛(𝐴) = 𝐸𝑛𝑡𝑟𝑜𝑝𝑦(𝐷) − 𝐸𝑛𝑡𝑟𝑜𝑝𝑦 (𝐷) 

(6)  𝛥 𝐺𝑖𝑛𝑖(𝐴) = 𝐺𝑖𝑛𝑖(𝐷) −  𝐺𝑖𝑛𝑖 (𝐷) 

 

Gini importance: 

(7)  𝐼 (𝐴) = ∑ ∑ 𝑝 𝛥 𝐺𝑖𝑛𝑖 , (𝐴) 

with: 𝐼 (𝐴) = 𝐺𝑖𝑛𝑖 𝑖𝑚𝑝𝑜𝑟𝑡𝑎𝑛𝑐𝑒 𝑜𝑓 𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑒 𝐴 𝑇 = 𝑇𝑡ℎ 𝑡𝑟𝑒𝑒,         𝑁 = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑡𝑟𝑒𝑒𝑠 𝑖𝑛 𝑡ℎ𝑒 𝑓𝑜𝑟𝑒𝑠𝑡, 𝑖 = 𝑖𝑡ℎ 𝑠𝑝𝑙𝑖𝑡 𝑝 = 𝑝𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛 𝑜𝑓 𝑜𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑠 𝑟𝑒𝑎𝑐ℎ𝑖𝑛𝑔 𝑠𝑝𝑙𝑖𝑡 𝑖 ∆𝐺𝑖𝑛𝑖 , (𝐴) = 𝐺𝑖𝑛𝑖 𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 𝑑𝑢𝑒 𝑡𝑜 𝑠𝑝𝑙𝑖𝑡 𝑖 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑒 𝐴 𝑖𝑛 𝑡𝑟𝑒𝑒 𝑇 
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Mean decrease in accuracy: 

(8)  𝑀𝐷𝐴 (𝐴) = ∑ (   ,  ) 
with: 𝑀𝐷𝐴 (𝐴) = 𝑚𝑒𝑎𝑛 𝑑𝑒𝑐𝑟𝑒𝑎𝑠𝑒 𝑖𝑛 𝑎𝑐𝑐𝑢𝑟𝑎𝑐𝑦 𝑤ℎ𝑒𝑛 𝑝𝑒𝑟𝑚𝑢𝑡𝑖𝑛𝑔 𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑒 𝐴 𝑝𝑒𝑟𝑚 𝐴 = 𝑎𝑓𝑡𝑒𝑟 𝑝𝑒𝑟𝑚𝑢𝑡𝑖𝑛𝑔 𝑣𝑎𝑙𝑢𝑒𝑠 𝑜𝑓 𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑒 𝐴,        𝑛 = 𝑛𝑡ℎ 𝑡𝑟𝑒𝑒 𝑖𝑛 𝑡ℎ𝑒 𝑓𝑜𝑟𝑒𝑠𝑡 𝑁 = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑡𝑟𝑒𝑒𝑠 𝑖𝑛 𝑡ℎ𝑒 𝑓𝑜𝑟𝑒𝑠𝑡 

 

Partial dependence function: 

(9)   𝑓̅ (𝑋 ) =  ∑ 𝑓(𝑋 , 𝑥 ) 

with: 𝑓(𝑋) = 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛 𝑓𝑢𝑛𝑐𝑡𝑖𝑜𝑛 𝑓̅ (𝑋 ) = 𝑝𝑎𝑟𝑡𝑖𝑎𝑙 𝑑𝑒𝑝𝑒𝑛𝑑𝑒𝑛𝑐𝑒 𝑓𝑢𝑛𝑐𝑡𝑖𝑜𝑛 (𝑎𝑣𝑔. 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 𝑜𝑢𝑡𝑐𝑜𝑚𝑒 𝑣𝑎𝑙𝑢𝑒 𝑓𝑜𝑟 𝑋 )   𝑥 = 𝑘𝑡ℎ 𝑣𝑎𝑙𝑢𝑒 𝑐𝑜𝑚𝑏𝑖𝑛𝑎𝑡𝑖𝑜𝑛 𝑜𝑓 𝑜𝑡ℎ𝑒𝑟 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒𝑠 𝑜𝑐𝑐𝑢𝑟𝑟𝑖𝑛𝑔 𝑖𝑛 𝑑𝑎𝑡𝑎 
 

Node improvement based on classification improvement measure: 

(10)  𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 𝑛𝑜𝑑𝑒 = ,, × , ,,  

with: 𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 𝑛𝑜𝑑𝑒 = 𝑐𝑙𝑎𝑠𝑠𝑖𝑓𝑖𝑐𝑎𝑡𝑖𝑜𝑛 𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 𝑐ℎ𝑖𝑙𝑑 𝑛𝑜𝑑𝑒 𝑖 𝑛 , = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑜𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑠 𝑤𝑖𝑡ℎ 𝑡𝑎𝑟𝑔𝑒𝑡 𝑐𝑙𝑎𝑠𝑠 𝑖𝑛 𝑐ℎ𝑖𝑙𝑑 𝑛𝑜𝑑𝑒 𝑖 𝑛 , = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑜𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑠 𝑤𝑖𝑡ℎ 𝑡𝑎𝑟𝑔𝑒𝑡 𝑐𝑙𝑎𝑠𝑠 𝑖𝑛 𝑝𝑎𝑟𝑒𝑛𝑡 𝑛𝑜𝑑𝑒 𝑝𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛 , = 𝑝𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛 𝑜𝑓 𝑜𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑠 𝑤𝑖𝑡ℎ 𝑡𝑎𝑟𝑔𝑒𝑡 𝑐𝑙𝑎𝑠𝑠 𝑖𝑛 𝑐ℎ𝑖𝑙𝑑 𝑛𝑜𝑑𝑒 𝑖 𝑝𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛 , = 𝑝𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛 𝑜𝑓 𝑜𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑠 𝑤𝑖𝑡ℎ 𝑡𝑎𝑟𝑔𝑒𝑡 𝑐𝑙𝑎𝑠𝑠 𝑖𝑛 𝑝𝑎𝑟𝑒𝑛𝑡 𝑛𝑜𝑑𝑒 

 

Effect of a split: 

(11)    𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑠𝑝𝑙𝑖𝑡 𝑘 = 

[(+1) ∨ (−1)]  ×  𝑛 𝑛   × (𝑖𝑚𝑝. 𝑛𝑜𝑑𝑒 + 𝑖𝑚𝑝.  𝑛𝑜𝑑𝑒 ) 

with: 
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Net effect of a variable in a decision tree: 

(12)  𝑛𝑒𝑡 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 = ∑ 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑠𝑝𝑙𝑖𝑡 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗  

with: 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑠𝑝𝑙𝑖𝑡 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 = 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑡ℎ𝑒 𝑘𝑡ℎ 𝑠𝑝𝑙𝑖𝑡 𝑖𝑛 𝑡ℎ𝑒 𝑡𝑟𝑒𝑒 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 
 

Squared effect of a variable in a decision tree: 

(13)    𝑠𝑞𝑢𝑎𝑟𝑒𝑑 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 = ∑ (𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑠𝑝𝑙𝑖𝑡 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 )  

with: (𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑠𝑝𝑙𝑖𝑡 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 ) = 𝑠𝑞𝑢𝑎𝑟𝑒𝑑 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑡ℎ𝑒 𝑘𝑡ℎ 𝑠𝑝𝑙𝑖𝑡 𝑖𝑛 𝑡ℎ𝑒 𝑡𝑟𝑒𝑒 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 
 

Net effect of a variable in a random forest: 

(14)  𝑛𝑒𝑡 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 𝑖𝑛 𝑓𝑜𝑟𝑒𝑠𝑡 𝑇 = ∑       

with: 𝑛𝑒𝑡 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 = net effect of variable j in tree t 𝑁 = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑡𝑟𝑒𝑒𝑠 𝑖𝑛 𝑓𝑜𝑟𝑒𝑠𝑡 𝑇 
 

Squared effect of a variable in a random forest: 

(15) 𝑠𝑞𝑢𝑎𝑟𝑑 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 𝑖𝑛 𝑓𝑜𝑟𝑒𝑠𝑡 𝑇 = ∑       

with: 𝑠𝑞𝑢𝑎𝑟𝑒𝑑 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 = squared effect of variable j in tree t 𝑁 = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑡𝑟𝑒𝑒𝑠 𝑖𝑛 𝑓𝑜𝑟𝑒𝑠𝑡 𝑇 
 

Cost complexity measure: 

(16)  𝐶𝐶 (𝑇) = 𝐸𝑟𝑟𝑜𝑟(𝑇) + 𝛼 𝑆𝑖𝑧𝑒(𝑇) 

with: 
   𝐶𝐶 (𝑇) = 𝑐𝑜𝑠𝑡 𝑐𝑜𝑚𝑝𝑙𝑒𝑥𝑖𝑡𝑦 𝑜𝑓 𝑡𝑟𝑒𝑒 𝑇 𝐸𝑟𝑟𝑜𝑟(𝑇) = 𝑚𝑖𝑠𝑐𝑙𝑎𝑠𝑠𝑖𝑓𝑖𝑐𝑎𝑡𝑖𝑜𝑛 𝑟𝑎𝑡𝑒 𝑜𝑓 𝑡𝑟𝑒𝑒 𝑇 𝛼 = 𝑝𝑒𝑛𝑎𝑙𝑡𝑦 𝑓𝑎𝑐𝑡𝑜𝑟 𝑓𝑜𝑟 𝑖𝑛𝑐𝑟𝑒𝑎𝑠𝑖𝑛𝑔 𝑡𝑟𝑒𝑒 𝑠𝑖𝑧𝑒 (𝑐𝑜𝑠𝑡 𝑐𝑜𝑚𝑝𝑙𝑒𝑥𝑖𝑡𝑦 𝑝𝑎𝑟𝑎𝑚𝑡𝑒𝑟) 𝑆𝑖𝑧𝑒(𝑇) = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑡𝑒𝑟𝑚𝑖𝑛𝑎𝑙 𝑛𝑜𝑑𝑒𝑠 𝑖𝑛 𝑡𝑟𝑒𝑒 𝑇 

 



IX 
 

Formula for lift: 

(17)  𝐿𝑖𝑓𝑡 =    

with: 
   𝐿𝑖𝑓𝑡 = 𝐿𝑖𝑓𝑡 𝑜𝑓 𝑡ℎ𝑒 𝑛𝑡ℎ 𝑑𝑒𝑐𝑖𝑙𝑒 𝑟𝑒𝑠𝑝𝑜𝑛𝑠𝑒 𝑟𝑎𝑡𝑒 = 𝑎𝑐𝑡𝑢𝑎𝑙 𝑟𝑒𝑠𝑝𝑜𝑛𝑠𝑒 𝑟𝑎𝑡𝑒 𝑖𝑛 𝑡ℎ𝑒 𝑛𝑡ℎ 𝑑𝑒𝑐𝑖𝑙𝑒 𝑟𝑒𝑠𝑝𝑜𝑛𝑠𝑒 𝑟𝑎𝑡𝑒 = 𝑟𝑒𝑠𝑝𝑜𝑛𝑠𝑒 𝑟𝑎𝑡𝑒 𝑎𝑐𝑟𝑜𝑠𝑠 𝑒𝑛𝑡𝑖𝑟𝑒 𝑑𝑎𝑡𝑎 𝑠𝑒𝑡 
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1 Introduction 
Machine learning algorithms such as decision trees and their ensemble counterpart, known 

as random forests, are increasingly gaining in importance for binary classification tasks in 

various scientific and practical fields. 

The increasing popularity of random forests is primarily driven by their superior prediction 

performance compared to other prediction algorithms in many applications and by their 

simplicity of use. Nevertheless, random forests are as yet hardly represented in the market-

ing literature, even though the few research papers that applied this technique also demon-

strated the superior performance over other machine learning algorithms and the logistic 

regression. One possible explanation for this restraint might be that traditional approaches 

used in marketing, such as the RFM analysis or the logistic regression, provide model out-

puts that facilitate the assessment of the influence of predictor variables on the prediction. 

While decision trees generate simple if-then rules which are easily interpretable and under-

standable, ensembles are usually considered as black box algorithms. However, there also 

exist some techniques for ensemble models to estimate the most important predictor varia-

bles for a given model. These so-called variable importance measures can provide valua-

ble insights into the black box, even though they do not provide evidence about the nature 

of the relationship between the predictor variables and the predicted outcome. To be more 

specific, variable importance measures do not indicate whether predictions of the target 

class are driven by rather large or rather small values of a predictor variable. 

One possible graphical solution to overcome this limitation of importance measures is to 

use partial dependence plots, which allow investigating the direction of effects of certain 

predictor variables. Unfortunately, partial dependence plots are not able to identify the 

most important predictor variables. That is why variable importance measures are never-

theless required in order to identify the most influential variables that are worth being 

looked at in more detail (Friedman, 2001, pp. 1220–1221 & Greenwell, 2017, p. 421). 

This provides the starting point for this thesis, which aims at enriching the marketing lit-

erature in various ways. 

On the one hand, a methodology named classification improvement measure is developed 

that consists of two metrics and combines the ability to assess the importance of predictor 

variables in a random forest as well as the assessment of the direction of their effects. Even 

though most of the currently existing studies in the marketing literature consider different 
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aspects of random forests by using churn data, not much research has been done on the 

response prediction to marketing campaigns with random forests. Hence, a further objec-

tive of this thesis is to predict customer’s response to a direct marketing campaign in bank-

ing using random forests with different hyperparameter combinations and select a well 

performing model. In order to demonstrate the superior predictive power of random forests 

the models are moreover benchmarked with a logistic regression. After a well performing 

model is selected, it will be investigated in more detail using the common variable im-

portance measures to identify the most relevant predictor variables. Furthermore, a new 

contribution to the contemporary marketing literature is the application of partial depend-

ence plots to explore the direction of variable effects in the model. Finally, the newly de-

veloped classification improvement measure is used for the model exploration and the re-

sults are compared with those from the traditional methods. 

The thesis is structured into seven chapters.  

Chapter 2 has a theoretical focus and outlines the concepts of decision trees and random 

forests to lay the foundation for the later applications. Chapter 3 presents the two most 

common variable importance measures for random forests, namely Gini importance and 

mean decrease in accuracy, and provides an overview over the main points of criticism 

discussed in the literature. Additionally, partial dependence plots (and its extension called 

individual conditional expectations plots) are described as a graphical approach to illus-

trate how the input variables affect the outcome prediction. Chapter 4 emphasizes the im-

portance as well as common use cases of predictive modelling in the marketing context. It 

also summarizes the results of the most important academic papers1 from the literature that 

apply random forests in the context of marketing-related questions. The novel approach of 

the classification improvement measure is outlined in detail in chapter 5 and is tested on a 

small simulated data set as well as on a publicly available data set. In chapter 6, random 

forests with different hyperparameter combinations are computed with the objective of 

finding a well performing model for the prediction of a direct marketing campaign’s suc-

cess. For the purpose of this analysis, anonymized customer data are provided by a German 

direct bank. Finally, chapter 7 provides a summary of the results. 

The main part of the analysis is carried out by using the R software. The algorithm for cal-

culating the classification improvement measure is implemented in SAS code. 

                                                 
1 Based on the number of citations. 
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2 Concept of decision trees and 
random forests 

2.1 Decision trees for classification 

2.1.1 Basic concept of classification trees 
This chapter provides an overview of the most important theoretical concepts of decision 

trees and random forests and introduces the most common terms related to these tech-

niques. 

The popularity of decision trees as a prediction technique follows from their simplicity and 

ease of application. Decision trees generate simple decision rules and build on less strict 

assumptions compared to classical regression analysis, while at the same time they are able 

to detect complex interactions between predictor variables (Bruce and Bruce, 2017). 

As the name indicates, decision trees use a tree structure to model the relationship between 

attributes (predictor variables) and outcome (dependent variable). A tree consists of several 

nodes and splits (at least one split). The first node is called root node and contains the 

complete data set which is then sequentially divided into smaller subsets (child nodes) 

through so-called decision nodes or splits. A sequence of nodes and splits forms branches. 

One split represents a simple if-then-rule where the decisions are made based on the attrib-

utes of the data set.  

The process of recursive partitioning2 – the sequential division into smaller subsets – will 

be repeated until all observations in a node have identical values on the dependent variable 

(perfectly homogeneous groups) or until at least one pre-defined stopping criteria has been 

fulfilled (see chapter 2.1.4). These end nodes are called leaf nodes or terminal nodes and 

determine the final prediction (see chapter 2.1.3). The observations contained in the leaf 

nodes are disjunct subgroups of the initial data set in the root node, which implies that each 

observation of the data set will finally be sorted into exactly one leaf node. Nodes that are 

neither root nodes nor leaf nodes are denoted as internal nodes (Bali et al., 2016, pos. 

7716–7757). 

 

 

 

 

                                                 
2 Recursive partitioning is also known as “divide and conquer” (Bali et al., 2016, pos. 7743–7757). 
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Figure 1 schematically illustrates the basic structure of decision trees: 

Figure 1: Basic structure of a decision tree 

 
Source: Own illustration 
Notes: The rectangles of split criteria are equivalent to decision nodes. 

Decision trees can be used for regression tasks with continuous dependent variables as well 

as for classification tasks. However, this chapter focusses on classification problems with a 

binary dependent variable, since most of the marketing decision problems are typically 

binary decision problems (e.g. churn or response). 

As already mentioned above, the main objective of decision trees is the separation of a data 

set based on one or more predictor variables into homogeneous groups with respect to the 

classes of the dependent variable. Relating this to binary classification problems, the tree 

divides the initial data set into subgroups, which ideally contain only observations from 

one of the two classes. Depending on the applied algorithm3, different measures – so-called 

impurity measures – are used to determine the optimal splits. Optimal splits are chosen 

such that the improvement in homogeneity (purity of classes) in the resulting sub-nodes is 

maximized compared to the parent node (Han et al., 2012, p. 332). 

 

 

                                                 
3 There exist different decision tree algorithms like ID3, C4.5, C5.0, CHAID or CART. 

split criterion 1
fulfilled not fulfilled
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2.1.2 Impurity measures and determination of the optimal split 
To determine the optimal split in classification trees, it is necessary first of all to quantify 

the purity of classes in the considered nodes. The algorithm tests at each split decision 

which predictor variable provides the largest contribution to the separation of the data into 

ideally homogeneous subgroups (that is the split with the largest increase in purity). The 

optimal split determination is crucial for growing efficient decision trees. 

It is important to mention that these measures used for split decisions technically do not 

directly measure the purity, but rather the opposite – the impurity. Accordingly, the lower 

the value of the impurity measure the more homogeneous are the observations with regard 

to the dependent variable within the corresponding node. 

The two most common impurity measures used in decision tree algorithms are: 

1) Entropy 

2) Gini index 

Figure 2 shows graphically how the values of both impurity measures change depending 

on the class distribution within the nodes: 

Figure 2: Graphical illustration of impurity measures for binary classification 

 
Source: Own illustration with R 

As Figure 2 shows, both measures reach their peaks if the two classes are equally distribut-

ed (fraction of 0.5 both) in a node, which corresponds to the maximum impurity. In con-

trast, the impurity measures will reach their minimum value of 0, if one class is exclusively 

contained in a node which indicates perfect purity. 
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Formulas (1) and (2) show how the impurity of a node is calculated for the respective 

measure: 

(1)  𝐸𝑛𝑡𝑟𝑜𝑝𝑦(𝐷) = [−𝑝  𝑙𝑜𝑔 (𝑝  )] + [−𝑝  𝑙𝑜𝑔 (𝑝  )] 
(2)  𝐺𝑖𝑛𝑖(𝐷) = 1 − 𝑝  − 𝑝   

with: 𝐷 = 𝑑𝑎𝑡𝑎 𝑤𝑖𝑡ℎ𝑖𝑛 𝑎 𝑛𝑜𝑑𝑒 𝑝  = 𝑓𝑟𝑎𝑐𝑡𝑖𝑜𝑛 𝑜𝑓 𝑜𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑠 𝑤𝑖𝑡ℎ 𝑐𝑙𝑎𝑠𝑠 𝑙𝑒𝑣𝑒𝑙 𝑖 
To finally determine the optimal split, it is necessary to calculate the decrease in impurity 

that would result from each hypothetical split. However, comparing the impurity im-

provement achieved by a split requires first of all the aggregation of the impurity values of 

the resulting sub-nodes in order to obtain one value that can be compared with the impurity 

of the parent node. This is done by summing up the impurity values of the resulting sub-

nodes. The sums are weighted by the fraction of observations that are assigned to the re-

spective child node. The weights reflect that purer nodes with a higher number of observa-

tions are more valuable. This gives the following formulas: 

(3)  𝐸𝑛𝑡𝑟𝑜𝑝𝑦 (𝐷) = ×  𝐸𝑛𝑡𝑟𝑜𝑝𝑦(𝐷 ) + ×  𝐸𝑛𝑡𝑟𝑜𝑝𝑦(𝐷 ) 

(4)  𝐺𝑖𝑛𝑖 (𝐷) = ×  𝐺𝑖𝑛𝑖(𝐷 ) + ×  𝐺𝑖𝑛𝑖(𝐷 ) 

  with: 𝑁 = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑜𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑠 𝑖𝑛 𝑐ℎ𝑖𝑙𝑑 𝑛𝑜𝑑𝑒 𝑖 𝑁 = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑜𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑠 𝑖𝑛 𝑝𝑎𝑟𝑒𝑛𝑡 𝑛𝑜𝑑𝑒 𝐸𝑛𝑡𝑟𝑜𝑝𝑦(𝐷 ) = 𝐸𝑛𝑡𝑟𝑜𝑝𝑦 𝑜𝑓 𝑛𝑜𝑑𝑒 𝑖  𝐺𝑖𝑛𝑖(𝐷 ) = 𝐺𝑖𝑛𝑖 𝑖𝑛𝑑𝑒𝑥 𝑜𝑓 𝑛𝑜𝑑𝑒 𝑖 𝐸𝑛𝑡𝑟𝑜𝑝𝑦 (𝐷) = 𝑡𝑜𝑡𝑎𝑙 𝑒𝑛𝑡𝑟𝑜𝑝𝑦 𝑜𝑓 𝑡ℎ𝑒 𝑠𝑝𝑙𝑖𝑡 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑒 𝐴  𝐺𝑖𝑛𝑖 (𝐷) = 𝑡𝑜𝑡𝑎𝑙 𝐺𝑖𝑛𝑖 𝑖𝑛𝑑𝑒𝑥 𝑜𝑓 𝑡ℎ𝑒 𝑠𝑝𝑙𝑖𝑡 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑒 𝐴 

Finally, the impurity reduction caused by a split on attribute A can be calculated by taking 

the difference between the impurity of the parent node and the weighted sum of the impuri-

ty values from the child nodes: 

(5)  𝐼𝑛𝑓𝑜𝑟𝑚𝑎𝑡𝑖𝑜𝑛 𝐺𝑎𝑖𝑛(𝐴) = 𝐸𝑛𝑡𝑟𝑜𝑝𝑦(𝐷) − 𝐸𝑛𝑡𝑟𝑜𝑝𝑦 (𝐷) 

(6)  𝛥 𝐺𝑖𝑛𝑖(𝐴) = 𝐺𝑖𝑛𝑖(𝐷) −  𝐺𝑖𝑛𝑖 (𝐷) 
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The reduction in impurity for the entropy measure is also known as information gain. The 

attribute (and its split point) with the highest information gain or highest difference in the 

Gini index reflects the largest reduction in impurity and is therefore chosen for the split 

(Bali et al., 2016, pos. 7815–7857 & (Han et al., 2012, pp. 341–342). 

Figure 3 demonstrates the calculation of the impurity measures using a simple example: 

Figure 3: Calculation of impurity measures 

 
Source: Own illustration 

In the beginning, the two classes of the dependent variable are equally distributed in the 

root node. Hence, the entropy as well as the Gini index have reached their maximum value. 

The split criterion, which has previously been chosen as optimal criterion, separates the 

data set into two partitions, whereby the resulting subgroups are more homogeneous re-

garding the classes of the dependent variable. Consequently, both impurity measures are 

decreasing since the sub-nodes are less heterogeneous than the root node. The impurity 

value of the split is calculated by adding up the impurity values of the sub-nodes and by 

weighting them with the proportion of the observations that are contained in the corre-

sponding sub-nodes. 
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The absolute improvement due to the split (𝐼𝑛𝑓𝑜𝑟𝑚𝑎𝑡𝑖𝑜𝑛𝐺𝑎𝑖𝑛(𝐴) or ∆ 𝐺𝑖𝑛𝑖(𝐴)) is the 

impurity value of the root node (parent node) subtracted with the impurity value of the 

split. 

The independent variables in a decision tree can either be continuous or numerical and 

both variable types can consequently be used for splitting. Depending on the applied deci-

sion tree algorithm, a data set in a node can be separated into more than two sub-nodes. 

Those so-called multi-way splits will be used if the split variable is categorical and has 

more than two distinct levels. In this case, each distinct level of the variable will be sepa-

rated into one branch (Han et al., 2012, pp. 334–335).  

The following example illustrates this concept. It is assumed that a categorical variable can 

either have the levels low, medium or high and that this variable is used for the split. Ac-

cordingly, the observations will be separated in three disjunct sub-nodes, whereby each 

node contains solely one level of the income variable. However, since random forests are 

based on the CART algorithm this thesis will focus on binary splits. When using the CART 

algorithm, categorical variables with more than two levels as well as continuous variables 

will be divided into two groups at each split. For categorical features the CART algorithm 

considers all possible binary split combinations. Using again the example from above, this 

results in three potential split criteria that all must be taken into account when determining 

the optimal split (see Figure 4): 

Figure 4: Binary split combinations for a categorical feature with three levels 

 
Source: Own illustration 

For continuous features the algorithm tests all possible cut-off points based on the variable 

values that are contained in the data set (Larose and Larose, 2014). 

However, even if the tree algorithm always finds the optimal split at each split decision this 

does not necessarily mean that the tree is built in the most efficient way that will lead to the 

highest possible degree of accuracy. The intuition behind this is that the tree only deter-

mines the local optimum at each split decision. It may therefore be better to choose another 

cut-off point associated with lower than optimal improvement in purity at an upper level of 
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parent node

leaf node
(15 obs.)
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the tree, if this results in a greater improvement at a lower tree level. This global maximi-

zation strategy is particularly advantageous if the aggregated improvement over both stag-

es will be higher than it would be with two locally optimal split decisions. The determina-

tion of the local optimal split as a heuristic is the reason why decision trees are sometimes 

called greedy learners (Bali et al., 2016, pos. 8240–8256). 

 

2.1.3 Classification with decision trees 
As mentioned earlier, the leaf nodes describe disjunct subgroups of the entire data set so 

that each observation is sorted into exactly one leaf node. This particular leaf node gives an 

unambiguous class prediction for all observations contained in this node, even if the obser-

vations do not solely belong to one class. The class prediction is determined by the princi-

ple of majority vote, meaning that the class, which is most frequently contained in the 

node, defines the prediction for all observations in the leaf node. According to the example 

in Figure 3, this means that all observations in the left leaf node are classified as 𝑌 = 0 and 

all observations in the right node are classified as 𝑌 = 1.  

When using the decision tree for classifying new data, the if-then-rules are sequentially 

applied to the new observation such that it moves down the tree until a leaf node is 

reached, which finally determines the class prediction for the observation (Breiman et al., 

1993, pp. 26–27). 
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2.1.4 Pruning of decision trees 
One serious problem of decision trees is that they tend to overfit the data. Theoretically, a 

decision tree can grow until each observation in the training data4 has been sorted into its 

own leaf node. However, a perfect classification of observations in the underlying training 

data set is usually not desirable since the main intention of predictive modelling is to apply 

the model in a subsequent process to new data. A perfect fit of a model to the training data 

would significantly reduce the model performance and, at the same time, increase the error 

rate5 on new data sets, because each data set has its own specific noise which should not be 

captured by the model (see Figure 5). 

Figure 5: Impact of tree size on the error rate of training data and new data 

 
Source: Own illustration with R 

Hence, the primary objective of a predictive model is to detect only the general underlying 

patterns of a data set, which are common to other comparable data sets (Bruce and Bruce, 

2017). To avoid that the tree just memorizes the training data set, it is necessary to prune 

the tree. It can be distinguished between two pruning approaches. 

The pre-pruning approach usually requires less computational effort because the tree will 

not grow further if at least one of the pre-defined criteria is met. The main challenge with 

this method is to find appropriate criteria that balance the trade-off between detecting all 

                                                 
4 The term training data denotes the data set that is used for tree construction. 
5 The error rate is the proportion of misclassified observations.  
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relevant patterns in the data and avoiding too complex tree structures. Commonly used 

criteria for evaluating when to stop further splitting are the Gini index, information gain or 

statistical significance. If, for instance, the impurity reduction of an optimal split is lower 

than a pre-defined minimum improvement level measured by the Gini index, the algorithm 

will stop and the node will be labelled as leaf node even if its classes are not perfectly pure 

(Han et al., 2012, p. 344). 

The second pruning approach is called post-pruning and, according to literature, should be 

preferred over pre-pruning techniques due to the difficulties of finding adequate criteria. 

Post-pruning methods start from the leaf nodes of a fully-grown tree and remove various 

branches of the tree based on the error rates (Witten et al., 2016). There are numerous 

methods for post-pruning used from different tree algorithms which are described in detail 

in the paper of Esposito et al. (1997). The CART algorithm uses Cost-Complexity-Pruning 

as method for tree size reduction. This pruning method adds penalty costs for larger and 

thus more complex trees to the error rate of the tree. While the error rate on the training 

data is decreasing with tree size, the cost complexity term is increasing (see formula (16) in 

appendix for cost complexity function). The cost complexity parameter 𝛼 balances the 

trade-off between a low classification error in the training data and tree complexity (Hastie 

et al., 2009, p. 308).6 The pruning algorithm starts from a fully-grown tree and successive-

ly replaces branches with a single leaf node until only the root node is left. Breiman et al. 

(1993) proved that each possible value of 𝛼 corresponds to a particular subtree.7 The selec-

tion of the optimally pruned subtree (which is equivalent to finding the optimal 𝛼) is de-

termined by either using a test sample or cross-validation. The subtree with the lowest mis-

classification error will finally be chosen (Esposito et al., 1997, p. 480). 

 

 

 

 

                                                 
6 The cost complexity parameter 𝛼 can adopt values between 0 (unpruned tree) and 1 (root node only) 
(Breiman et al., 1993, p. 66). 
7 The method used to efficiently find the corresponding subtree for each 𝛼 is called weakest-link cutting (see 
Breiman et al., 1993, pp. 68–71 for more details). 
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2.2 Random forests for classification 

2.2.1 A short introduction to ensemble models 
What could be better than having just one single model in order to obtain a good predic-

tion? Many different models! 

This idea is reflected by the approach of the so-called ensemble models. The predictions of 

many different models are combined into one joint model that gives a final prediction. En-

semble models belong to the best performing predictive algorithms in machine learning 

and usually outperform single models (Flach, 2012). 

It can be differentiated between three types of ensemble methods: 

1) Bagging 

2) Boosting 

3) Stacking 

Bagging is the short-term for bootstrap aggregating and was proposed by Leo Breiman. It 

describes an ensemble technique where various models are not built upon the same training 

data set. Instead, each single model is trained on a subsample – the bootstrap sample – of 

the training data. For every single model, only a particular part of the observations is ran-

domly drawn from the original training data set and is used for the training of the respec-

tive model. Since the term bootstrap sample refers to sampling with replacement, it might 

be possible that one observation is contained more than once in the bootstrap sample. After 

all models have been trained, the individual model predictions are aggregated to just one 

joint prediction of the ensemble model. For classification tasks, this is done by taking the 

majority vote (see chapter 2.2.2 for more details). The intention behind bagging is to create 

many diverse models based on different data sets rather than one large model based on just 

one single data set. The aggregation of these different models trained on different data 

fractions usually increases the generalizability of the resulting ensemble model (Bali et al., 

2016, pos. 11806–11846). Even though bagging can generally be used with any model 

type, it is most commonly used in combination with decision trees. The reason is that tree 

models tend to vary considerably even if the input data has slightly changed which is an 

essential prerequisite to ensure that bagging works (Breiman, 1996a, p. 124). Breiman 

(1996a) demonstrates in his paper that bagging can significantly reduce the misclassifica-

tion error of classification tasks. The author tests the predictive performance of a single 
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decision tree against an ensemble of 50 decision trees based on seven different data sets8. 

He found that the misclassification error for bagged trees drops on average by 6 – 43% 

compared to a single prediction model (see Appendix C Table 13 for the results). 

The underlying idea of boosting is to iteratively improve the model performance of an ini-

tial model. The model process starts with setting up one simple model, which is usually 

characterized by a weak prediction performance. In all subsequent iterations the predictive 

performance of the first model is improved by taking all preceding iterations into account. 

Therefore, one important difference compared to bagging is the dependency of subsequent 

iterations on previous iterations. 

The third ensemble method called stacking is less common than bagging and boosting. In 

contrast to the first two ensemble techniques which exclusively use the same model types 

(e.g. decision trees), stacking combines several model types into one ensemble. The predic-

tions of each model type are used as inputs for a metamodel which combines the individual 

predictions to the final prediction. In other words, the metamodel weights the predictions 

of the different models (Witten et al., 2016). 

Opitz and Maclin (1999) conducted an empirical study in which they tested different en-

semble models using neural networks as well as decision trees on different data sets. The 

results indicate that bagging ensembles almost always outperform single models and that 

boosting ensembles often perform even better than bagging ensembles. However, the au-

thors also found that boosting models are prone to overfit noisy data, which led to a worse 

performance compared to a single model. 

 

2.2.2 Basic concept of random forests 
Random forests belong to the family of bagging ensembles and are composed out of vari-

ous CART trees that form the forest. The approach was originally developed by Leo 

Breiman and Adele Cutler. 

As usual for bagging ensembles, each tree in the forest is built upon a different bootstrap 

sample from the training data. However, random forests extend the concept of bagging by 

an additional random component. At each split decision, the optimal split is not determined 

from all independent variables specified in the model. Instead, 𝑚 variables are randomly 

                                                 
8 Breiman uses six real data sets and one simulated data set. 
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drawn from all predictor variables and the best split is chosen from those variables (see 

Figure 6 marked by a dice). This method is called feature bagging and aims at the reduc-

tion of the correlation between the trees in the forest (Breiman, 2001, pp. 10–11). Due to 

this additional random component, random forests tend to have a higher generalizability 

when they are applied to new data compared to conventional bagging ensembles (Bali et 

al., 2016, pos. 11964–11978). There is no hard rule for the specification of 𝑚. Breiman 

himself proposed 𝑚 = √𝑀 as a rule of thumb whereby 𝑀 denotes the number of all pre-

dictor variables (Breiman and Cutler, 2003, p. 5). However, 𝑚 can be part of the tuned 

parameters (see chapter 2.2.3).  

Figure 6 provides a graphical illustration of the conceptual approach of random forests: 

Figure 6: Graphical illustration of a random forest 

 
Source: Own illustration 

New observations classified by a random forest are separately passed through all trees and 

are assigned to a unique leaf node in each of the trees. As already explained in chapter 

2.1.3, every leaf node gives an unambiguous vote9 for all observations in the corresponding 

node. Consequently, each tree gives exactly one vote per observation. To obtain the overall 

                                                 
9 Based on the majority vote of training data observations in the node. 
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prediction of the forest, the votes of the trees are counted for each observation and the ma-

jority of votes determines the final class prediction. Applying this to the example in Figure 

6 for 𝑛 = 3 trees, the random forest predicts 𝑌 = 1 for the target variable of the test obser-

vation because two out of three trees vote for 𝑌 = 1.10 

As already mentioned above, one useful feature of bagging ensembles like random forests 

is that each tree is trained on a separate bootstrap sample while leaving out other observa-

tions. These excluded observations are called out-of-bag (OOB) observations11 and are 

used to calculate an unbiased estimate of the generalization error – the OOB error rate. 

Hence, cross-validation or a separate test data set is not necessarily required to properly 

assess the misclassification rate of the forest. For the calculation of the OOB error rate, 

only those votes of trees are considered for which the corresponding observation was not 

part of the bootstrap sample used for the tree construction. Since each observation is omit-

ted (OOB) in about 37% of all bootstrap samples, approximately 37 out-of-bag votes for 

each observation would be obtained in a forest that consists out of 100 trees (Breiman, 

1996b, pp. 1–2). The majority vote determines again the overall prediction for the out-of-

bag cases – the so-called out-of-bag classifier. The proportion of misclassified cases yields 

the OOB error rate (James et al., 2013, p. 318). 

Random forests are well known for producing highly accurate predictions even for ‘small n 

large m problems’. Unlike many other machine learning techniques such as support vector 

machines or neural networks, random forests also provide measures for variable im-

portance (Archer and Kimes, 2008, p. 2249). These metrics can either be used for variable 

selection or to analyze the relevance of predictor variables in forests more deeply. The 

most common variable importance measures for random forests are described in detail in 

chapter 3.2. 

 

 

                                                 
10 For highly unbalanced data it may be necessary to change the classification threshold. For example, the 
majority vote rule might be misleading for classification tasks if one of the classes is very rare in the data set 
(Liaw and Wiener, 2002, p. 21). 
11 Around 37% of the cases from the original training data set are left out in a specific bootstrap sample 
(Breiman, 1996b, p. 1). 
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2.2.3 Parameter tuning in random forests 
Parameter tuning describes the process of systematically varying the model parameters 

with the aim of achieving the most accurate model (Bali et al., 2016, pos. 11520–11535). 

According to pure theory, individual trees in a random forest are fully grown and not 

pruned. Thus, the only important parameter that needs to be chosen is the number of varia-

bles 𝑚 that is randomly drawn at each split decision. Another parameter that is required to 

be specified by the modeler is the number of trees in the forest. However, this parameter 

will be less critical if the number of trees is sufficiently large, since the generalization error 

of a random forest tends to converge towards a limit such that overfitting is not a problem 

when adding more trees (Breiman, 2001, pp. 7–11). 

Nevertheless, the individual tree size can be restricted by defining a maximal number of 

leaf nodes per tree or a minimal size per leaf node (minimum number of observations con-

tained in a leaf node). The two reasons for this de facto pre-pruning are closely interlinked. 

On the one hand, growing unpruned trees might be computationally expensive for really 

large data sets and, on the other hand, fully grown trees may cause overfitting on large and 

noisy data sets. Therefore, 𝑚 as well as the tree size should be part of the parameter tuning 

process (Hastie et al., 2009, p. 592 & Bruce and Bruce, 2017). 

Basically, two techniques are available to find the best parameter calibration for random 

forests. One possible approach is to use an independent validation sample to evaluate dif-

ferent parameter combinations on data observations that were not used for setting up the 

model. Since the data available for modelling are usually scarce, the most common method 

is k-fold cross-validation. Cross-validation repeats the training and evaluation of the model 

for each parameter combination based on different compositions of the original data set 

(see Figure 7 on next page).  

The original training data set will randomly be divided into 𝑘 equally sized subsets – the 

so-called folds.12 The figure below illustrates the 5-fold cross-validation which implies that 

five models are computed for each specified parameter combination. Every model is 

trained on four out of five folds, whereby the remaining fold is used for evaluating the 

model. 

 

 

                                                 
12 Common values for 𝑘 are five or ten  (Hastie et al., 2009, p. 242). 
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Figure 7: Illustration of 5-fold cross-validation 

 
Source: Own illustration 

Finally, the individual error rates are simply averaged to obtain an estimate of the model 

performance on new data. The parameter combination that results in the lowest average 

error rate13 is used as the best calibration (Hastie et al., 2009, pp. 241–242 & Bali et al., 

2016, pos. 11383–11399). This method can become computationally intensive because for 𝑝 parameter combinations specified by the modeler, 𝑝 ×  𝑘 models (with 𝑇 trees per mod-

el) need to be trained and evaluated. 

 

 

 

 

 

 

 

 

 

                                                 
13 Other metrics such as AUC or top10-lift can also be used for the assessment of model performance. 
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3 Evaluation of the predictor variable impact 
in random forests 

3.1 Need and limitations of additional metrics for variable im-
pact evaluation 

While decision trees are still relatively easy to understand and their tree-structure is easy to 

visualize, this might not be the case for random forests which generate a vast set of rules 

for numerous trees (often more than hundred) that determine the overall prediction. Addi-

tional metrics are therefore required to assess the overall influence of predictor variables in 

an ensemble model (Hastie et al., 2009, p. 367). However, tree-based algorithms are able to 

capture non-linear and even non-monotonic (e.g. quadratic) relationships between an inde-

pendent and the dependent variable. For input variables with those properties it is not pos-

sible to make a clear statement about the direction of the effect on the target variable (like 

the coefficient interpretation in regressions). Currently available metrics consequently do 

not capture the direction of the variable impact but rather focus on the importance of cer-

tain variables for the model accuracy (see chapter 3.2.2) or on their contribution to node 

purity (see chapter 3.2.1). 

The interpretation of the variable impact is more challenging in tree-based models com-

pared to regression models, since the former model detects complex local variable interac-

tions (Bruce and Bruce, 2017). This kind of interaction is quite different from that in re-

gression models where usually global interactions are modelled.14 

The term 𝛽 , 𝑥 𝑥  describes the typical form of how an interaction is described in a regres-

sion model where 𝑥  and 𝑥  denote the values of the interacting variables and 𝛽 ,  measures 

the marginal effect of the interaction on the outcome. In the context of regressions, 𝛽 ,  

often quantifies a global interaction effect15, meaning that the marginal effect is valid for 

all possible combinations of 𝑥  and 𝑥 . However, this interpretation does not apply to inter-

action effects in decision trees.  

 

 

                                                 
14 In general, regressions models are also able to handle local interactions but local interactions are rarely 
specified. 
15 Note that also the coefficients of main effects in regression models describe a global relationship (deVille, 
2006, p. 141). 



19 
 

For a more comprehensive description of what is meant by local interactions, Figure 8 

shows a hypothetical decision tree with three splits based on three different variables: 

Figure 8: Local interactions in decision trees 

 
Source: Own illustration 

When looking at variable 2 (left branch), it can be seen that this feature separates the data 

contained in the node into perfectly homogeneous nodes. Nevertheless, variable 2 interacts 

with variable 1 that has previously contributed a considerable part to the classification task. 

The crucial difference to regression models is that the interaction between variable 2 and 

variable 1 applies only to a proportion of the data which was partitioned by variable 1. 

Therefore, it cannot be concluded that variable 2 interacts with variable 1 on the entire data 

set in this simple model. Instead, variable 2 locally interacts with variable 1 and will show 

its separation performance only on the subset if the values of variable 1 are larger or equal 

to 10. The algorithm defines variable 3 as the best split variable for all values of variable 1 

that are smaller than 10 (deVille, 2006, pp. 141–142). It is thus important to keep in mind 

that variable importance measures in single decision trees and random forests refer to spe-

cific models. Statements about the variable influences on the outcome variable are there-

fore less generalizable than those about regressions. If, for instance, variable 1 is not avail-

able in the model, the local impact of variable 2 and variable 3 might considerably change, 

since decision trees tend to be unstable for small changes in the input data (see chapter 

2.2.1). 

The two most common metrics of these variable importance measures for random forests 

were proposed by Breiman and Cutler and are discussed in chapter 3.2. 

A graphical representation known as partial dependence plot can be used to assess the di-

rection of the effect of predictor variables on the predicted probability (see chapter 3.3). 

𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 1 ≥ 10fulfilled not fulfilled

𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 2 ≥ 1 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 3 ≥ 50

N 100
Y=1 50%
Y=0 50%

N 50
Y=1 80%
Y=0 20%

N 50
Y=1 20%
Y=0 80%

N 40
Y=1     100%
Y=0 0%

N 10
Y=1        0%
Y=0 100%

N 15
Y=1      6,7%
Y=0    93,3%

N 35
Y=1   25,7%
Y=0 74,3%
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3.2 Variable importance measures 

3.2.1 Gini importance 
The Gini importance is a by-product of the random forest algorithm, since no further cal-

culations are necessary making it an efficient variable importance measure. As already 

described in chapter 2, a random forest is an ensemble of CART trees where the optimal 

splits are determined by the largest difference in Gini indices. The Gini importance 

measures the mean decrease in impurity or, in other words, the mean improvement in node 

purity for each variable that was used for splitting (Breiman and Cutler, 2003, p. 15). 

Formula (7) formalizes the Gini importance measure: 

(7)    𝐼 (𝐴) = ∑ ∑ 𝑝 𝛥 𝐺𝑖𝑛𝑖 , (𝐴) 

with: 𝐼 (𝐴) = 𝐺𝑖𝑛𝑖 𝑖𝑚𝑝𝑜𝑟𝑡𝑎𝑛𝑐𝑒 𝑜𝑓 𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑒 𝐴 𝑇 = 𝑇𝑡ℎ 𝑡𝑟𝑒𝑒,         𝑁 = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑡𝑟𝑒𝑒𝑠 𝑖𝑛 𝑡ℎ𝑒 𝑓𝑜𝑟𝑒𝑠𝑡, 𝑖 = 𝑖𝑡ℎ 𝑠𝑝𝑙𝑖𝑡 𝑝 = 𝑝𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛 𝑜𝑓 𝑜𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑠 𝑟𝑒𝑎𝑐ℎ𝑖𝑛𝑔 𝑠𝑝𝑙𝑖𝑡 𝑖 ∆𝐺𝑖𝑛𝑖 , (𝐴) = 𝐺𝑖𝑛𝑖 𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 𝑑𝑢𝑒 𝑡𝑜 𝑠𝑝𝑙𝑖𝑡 𝑖 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑒 𝐴 𝑖𝑛 𝑡𝑟𝑒𝑒 𝑇 

To calculate the Gini importance of a variable, the purity improvements (see formula (6)) 

of those splits, for which the respective variable has been used, are added up over all 

splits16 and all trees in the forest and are then divided by the number of trees in order to get 

the average improvement (Menze et al., 2009 & Louppe et al., 2013, p. 432). 

 

3.2.2 Mean decrease in accuracy 
Another well-known metric for the assessment of the variable importance in a random for-

est is the mean decrease in accuracy (MDA) which is a permutation-based measure. This 

method requires additional computational effort but is commonly seen as the more reliable 

metric because out-of-bag observations are utilized for the evaluation of the feature im-

portance. As described in chapter 2.2, each tree in the forest is constructed based on a 

bootstrap sample of the original training data which leaves out some observations (out-of-

bag observations) that are used to determine the misclassification rate of each tree. To test 

the importance of a specific variable for the classification task, the values of the respective 

variable are randomly permuted which removes the explanatory power (if existing at all). 

                                                 
16 Weighted with the proportion 𝑝  of observations reaching the split. 
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The permutation is always performed for only one variable while all other independent 

variables remain unchanged. In the subsequent step, each tree classifies its out-of-bag ob-

servations with the permuted variable values. The decrease in accuracy (or the increase in 

the misclassification rate) is then compared separately for each tree and the differences are 

finally averaged over all trees.17 This yields the following formula: 

(8)  𝑀𝐷𝐴 (𝐴) = ∑ (   ,  ) 
with: 𝑀𝐷𝐴 (𝐴) = 𝑚𝑒𝑎𝑛 𝑑𝑒𝑐𝑟𝑒𝑎𝑠𝑒 𝑖𝑛 𝑎𝑐𝑐𝑢𝑟𝑎𝑐𝑦 𝑤ℎ𝑒𝑛 𝑝𝑒𝑟𝑚𝑢𝑡𝑖𝑛𝑔 𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑒 𝐴 𝑝𝑒𝑟𝑚 𝐴 = 𝑎𝑓𝑡𝑒𝑟 𝑝𝑒𝑟𝑚𝑢𝑡𝑖𝑛𝑔 𝑣𝑎𝑙𝑢𝑒𝑠 𝑜𝑓 𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑒 𝐴,        𝑛 = 𝑛𝑡ℎ 𝑡𝑟𝑒𝑒 𝑖𝑛 𝑡ℎ𝑒 𝑓𝑜𝑟𝑒𝑠𝑡 𝑁 = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑡𝑟𝑒𝑒𝑠 𝑖𝑛 𝑡ℎ𝑒 𝑓𝑜𝑟𝑒𝑠𝑡 

After repeating this procedure for all predictor variables, the variables will be ranked by 

means of their mean decrease in accuracy. The higher the decrease in accuracy the more 

important is the predictor (Breiman, 2001, pp. 23–24 & Liaw and Wiener, 2002, p. 18). 

However, even though the mean decrease in accuracy indicates a very large importance for 

a predictor variable and thus a large decrease in accuracy after permutation, this does not 

imply that the accuracy of a model, fitted without the respective variable, will decrease by 

the same amount. The intuition behind this is that the permutation metric only measures 

the importance of a predictor in the specific forest. If the particular variable is not available 

as model input another available predictor variable, which is correlated with the missing 

variable, might fill the gap (Hastie et al., 2009, p. 593).  

At this point it is important to mention, that even if the mean decrease in accuracy is the 

most widely used definition of the permutation based method, Breiman and Cutler (2003) 

themselves have later proposed a slightly changed metric. Instead of using the increase in 

the misclassification error after permuting the variable, they recommend calculating the 

importance based on the average decrease in the margin after permutation. The margin is 

defined as the average proportion of trees across all observations that vote for the correct 

class minus the average proportion of trees that vote for the incorrect class.18 Larger mar-

gins correspond to more confidence in the classification (Breiman, 2001, p. 7).  Thus, the 

authors suggest using the average decrease in the margin across all observations when the 

                                                 
17 By default, the mean decrease in accuracy is normalized by the standard deviation of the differences in the 
R-package randomForest (Liaw and Wiener, 2002).  
18 This is true for the binary case. More generally: “For the nth case in the data, its margin at the end of a run 
is the proportion of votes for its true class minus the maximum of the proportion of votes for each of the 
other classes“ (Breiman and Cutler, 2003, p. 14). 
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variable is permuted. They explained their modification with a higher stability of this 

adapted metric in case of many predictor variables (Breiman and Cutler, 2003, p. 14). Sur-

prisingly, however, most researchers are still using the traditional permutation-based ap-

proach. 

 

3.2.3 Criticism of variable importance measures  
Random forests in combination with the previously introduced importance metrics are of-

ten used as tools for detecting the most relevant variables. The resulting list of important 

predictor variables can be either used as input for other modelling techniques (feature se-

lection) or to gather insights about the variable relevance in the forest itself. The applica-

tion of random forests and the use of variable importance measures is particularly dis-

cussed in the fields of bioinformatics, biomedicine and genomics. Researchers from these 

disciplines mainly use random forests to predict a disease status as well as to uncover 

complex interactions between genes. The opportunity to calculate additional variable im-

portance measures for random forests is a crucial feature for researchers in order to identify 

the most relevant predictors among a variety of available variables. 

Therefore, most of the academic papers discussing variable importance metrics in random 

forests originate from the above mentioned research areas but also provide valuable in-

sights for other fields such as marketing. Carolin Strobl and colleagues published two of 

the most influential papers that investigate the most common variable importance measures 

for random forests. 

Strobl et al. (2007) conducted a simulation study, in which they compare three different 

variable importance measures, namely the Gini importance, the mean decrease in accuracy 

and the selection frequency which is simply the number of times a variable was chosen as 

split criterion.19 The authors find that all three importance measures are biased when using 

the original implementation of random forest as proposed by Breiman (2001) (random-

Forest-package in R).20 They identified two different sources that drive the bias. The first 

problem is that the original random forest algorithm is based on CART trees that use the 

                                                 
19 The authors use two different implementations of random forests in R. As the first option, they use 
Breiman’s original implementation available in the package randomForest which is based on CART trees. 
As an alternative approach, they use the cforest-function provided by the party-package, which uses condi-
tional inference trees.  Furthermore, they use both methodologies in combination with subsampling with and 
without replacement (Strobl et al., 2007). 
20 The bias is particularly strong for Gini importance (Strobl et al., 2007). 
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Gini index as split criterion which prefers categorical variable with more categories as well 

as continuous variables. This distortion affects all three measures investigated in the paper. 

The selection frequency and the Gini importance of variables with more categories are 

biased upwards since they are chosen more frequently. Furthermore, variables with more 

categories tend to be located much closer to the root node of a tree, which also causes an 

upwards-biased mean decrease in accuracy, since the variables have a greater impact on a 

larger number of observations in each individual tree. 

The second source of distortion originates from bootstrapping. Remember that in 

Breiman’s algorithm, as outlined in chapter 2.2.2, the bootstrap samples are drawn with 

replacement. The authors found that this procedure also drives the selection of variables 

with more categories even if conditional inference trees are used instead of CART. How-

ever, this distortion can easily be avoided by using sub-sampling without replacement. 

Hence, the authors finally recommend using unbiased conditional inference trees, each 

based on sub-samples without replacement. The differences in terms of predictive accuracy 

are relatively small among the tested scenarios in the paper, although the authors found a 

slightly higher accuracy when using conditional inference trees instead of CART. 

In a second paper, Strobl et al. (2008) criticize the tendency of the original permutation 

based importance measure (see chapter 3.2.2) to overestimate the importance of correlated 

predictors, because it would only measure the marginal importance. The authors once 

again conducted a simulation study, in which they demonstrate that the variable selection 

mechanism of a random forest21 systematically prefers correlated predictors as split criteria 

that are close to the root node. Furthermore, they found another source of distortion to-

wards the selection of correlated predictors that is caused by the permutation based im-

portance measure itself.22 The author’s response to this problem was the development of a 

new permutation based importance measure which accounts for conditional effects of each 

predictor variable. Nevertheless, they highlight that their importance measure can only 

partly overcome the issue of overestimating the impact of correlated predictors, since the 

bias caused by the variable selection mechanism still remains. 

Another study that explicitly considers random forests as a technique for variable selection 

was conducted by Archer and Kimes (2008). The authors empirically study the effective-

                                                 
21 In accordance with their early findings, the authors use the cforest-function from the party-package in R. 
22 See paper of Strobl et al. (2008) for more details. 
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ness of both variable importance measures23 for the identification of the most relevant pre-

dictors in large data sets. In their study, the authors use simulated data as well as real-world 

data from leukemia patients. Based on their simulation study, in which the authors generat-

ed a large set of variables that differ in their correlation, they come to the conclusion that 

both importance measures effectively identify the true predictors. Stronger relationships 

between the predictors and the binary variable give more reliable results. 

Furthermore, even with a high correlation between the true predictor and other variables, in 

most of the cases one of these variables show the highest importance value. This implies 

that importance measures either identify the true predictor or at least a correlated variable. 

Additionally, Archer and Kimes apply a random forest to a real-world data set in order to 

identify the lineage of leukemia cells.24 They found that the top 10 genes identified by the 

Gini importance are indeed relevant for the differentiation of leukemia cells. 

 

 

 

 

 

 

 

 

 

 

                                                 
23 Unfortunately, the authors present only the results for Gini importance in their paper but they state that the 
results are very similar for the mean decrease in accuracy (Archer and Kimes, 2008, p. 2258). 
24 The authors decided for that application, since most of the mechanisms behind leukemia cell differentiation 
have already been well investigated which allows for validation of the results against scientific findings 
(Archer and Kimes, 2008, p. 2257). 
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3.3 Partial dependence plots and 
individual conditional expectation plots 

Partial dependence plots (PDPs) were first introduced by Jerome H. Friedman (2001) in 

his paper about gradient boosting. PDPs are a graphical approach to illustrate how input 

variables affect the prediction of the outcome variable. This method can generally be used 

for investigating of predictive models but it is particularly valuable for analyzing black box 

algorithms (Greenwell, 2017, p. 421). The underlying idea is to plot the outcome predic-

tions against the values of specific predictors while averaging out the effect of all other 

predictor variables in the model. The fact that PDPs are a visual tool, implies that they are 

limited to three-dimensional graphics which, however, allows studying interactions be-

tween only two predictor variables (Friedman, 2001, p. 1219). 

To obtain the partial dependence function of one predictor variable 𝑋 , one specific value 

of 𝑋  is held fixed and combined with all occurring value combinations of any other pre-

dictor variables in the training data set. If, for instance, the training data has 100 observa-

tions, 𝑋  is combined with any observation and the model makes a prediction for all of 

these observations. Then, the average over all predicted outcome values is being calculat-

ed. This will be repeated for any value of 𝑋  in the training data set.25 

The partial dependence function can be formalized as follows: 

(9)   𝑓̅ (𝑋 ) =  ∑ 𝑓(𝑋 , 𝑥 ) 

with: 𝑓(𝑋) = 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛 𝑓𝑢𝑛𝑐𝑡𝑖𝑜𝑛 𝑓̅ (𝑋 ) = 𝑝𝑎𝑟𝑡𝑖𝑎𝑙 𝑑𝑒𝑝𝑒𝑛𝑑𝑒𝑛𝑐𝑒 𝑓𝑢𝑛𝑐𝑡𝑖𝑜𝑛 (𝑎𝑣𝑔. 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 𝑜𝑢𝑡𝑐𝑜𝑚𝑒 𝑣𝑎𝑙𝑢𝑒 𝑓𝑜𝑟 𝑋 )   𝑥 = 𝑘𝑡ℎ 𝑣𝑎𝑙𝑢𝑒 𝑐𝑜𝑚𝑏𝑖𝑛𝑎𝑡𝑖𝑜𝑛 𝑜𝑓 𝑜𝑡ℎ𝑒𝑟 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒𝑠 𝑜𝑐𝑐𝑢𝑟𝑟𝑖𝑛𝑔 𝑖𝑛 𝑑𝑎𝑡𝑎 
Usually, partial dependence functions for classification tasks are on a logit scale such that 

the plotted graph depicts the impact of the variable of interest on the log-odds of the pre-

dicted class (Hastie et al., 2009, pp. 369–370 & Greenwell, 2017, pp. 421–430). However, 

since the used R-package pdp for constructing partial dependence plots is able to output the 

graphs on a probability scale making the interpretation a bit more convenient, this scale is 

                                                 
25 This strategy is computationally expensive for large or even moderate-sized data sets. Hence, the number 
of points 𝑋  for which 𝑓̅ (𝑋 ) will be computed is usually reduced (Greenwell, 2017, p. 428). 
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used for all PDPs in this thesis. In the following, the publicly available Pima Indians diabe-

tes data set is used for demonstration purposes.26 

Figure 9 shows three examples for two-dimensional PDPs that evaluate the isolated impact 

of one particular continuous variable on the predicted outcome in a random forest: 

Figure 9: Two-dimensional partial dependence plots 

 
Source: Own illustration with R using the pdp-package and the publicly available diabetes data set. Plots show the impact 
on the prediction of a positive test for diabetes. 

The blue ticks on the x-axes mark the deciles of the corresponding predictor variables.27 It 

can be inferred from the plots that the glucose, insulin and age have a positive impact on 

the prediction of a positive diabetes test, while accounting for the average effects of all 

other predictor variables. The partial dependence plots in the figure above investigate the 

impact of a continuous predictor. When investigating the impact of categorical variables 

Friedman (2001) proposed to use bar plots (each bar stands for one level of the variable). 

The graphical concept of PDPs can be extended to three-dimensional plots in order to 

study interaction effects between two predictor variables. The calculation of the corre-

sponding partial dependence function is very similar to that in the one-variable case. In-

stead of just holding the values of one variable fixed, the values of both variables of inter-

est will now be fixed, while all other variable values will be varied over the observations in 

the data and the predictions are finally averaged. This procedure will be repeated for all 

values of the analyzed predictors in the data set. 

                                                 
26 The data set is included in the pdp R-package or available at: 
https://archive.ics.uci.edu/ml/datasets/pima+indians+diabetes 
27 This additional information helps to indicate extreme values of the predictor variable.  
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Figure 10 shows three-dimensional PDPs to study the interactions between glucose, insulin 

and glucose, pedigree: 

Figure 10: Three-dimensional partial dependence plots to study interactions 

 
Source: Own illustration with R using the pdp-package and the publicly available diabetes data set. 
Notes: Plots show the impact on the prediction of a positive test for diabetes. 

The graph on the right shows some interaction between glucose and pedigree. It can be 

seen from the graph that the impact of an increase in glucose on the predicted outcome is 

stronger for smaller values of pedigree (the two jumps for glucose are larger for low pedi-

gree values). In contrast, there seems to be no substantial interaction between insulin and 

glucose. 

As an alternative representation for partial dependence plots that investigate interactions 

between two continuous predictors, Friedman (2001) proposed so-called contour plots (for 

an alternative illustration of Figure 10 see Appendix A Figure 19). To analyze interactions 

between a categorical and a continuous variable (or between two categorical variables) a 

sequence of plots should be used where each plot depicts the relationship between the con-

tinuous (categorical) variable and the outcome predictions based on one specific attribute 

level of the categorical variable. 

Partial dependence plots can obviously provide valuable insights into the black box model 

(especially about the direction of the predictor variable effect on outcome prediction), alt-

hough they are limited to the investigation of two-way interactions. Nevertheless, one point 

of criticism against partial dependence plots is that they mask heterogeneity, because PDPs 

just show the average impact of the predictor variable on the predicted outcome. 
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This concern was addressed by individual conditional expectation plots (ICEs) proposed in 

a paper by Goldstein et al. (2015). ICEs can be seen as an extension of partial dependence 

plots. Instead of visualizing the average relationship between variables and predicted out-

come (plotting exactly one line), ICEs plot the partial relationship for each individual ob-

servation in the data (plotting 𝑁 lines) in order to reflect the heterogeneity of the relation-

ships. Figure 11 depicts ICEs for the variables glucose, insulin and pedigree: 

Figure 11: Individual Conditional Expectation Plots (uncentered & centered) 

 

 
Source: Own illustration based on the adapted R-code from Greenwell, 2017, p. 432. Plots show the impact on the pre-
diction of a positive test for diabetes for each observation in the training data. 

The three plots in the upper part of the graph show the corresponding ICEs with uncen-

tered values. In these graphs, the values at the y-axis correspond to the actual predictions 
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and the red curves indicate the average of all individual conditional expectation functions, 

which is equivalent to the partial dependence function. Due to the huge overlap of the indi-

vidual functions, it turns out that it is difficult to draw conclusions about heterogeneous 

partial dependence from these plots. To overcome this issue, it is recommended to center 

the individual functions to eliminate the level differences.28 The lower part of Figure 11 

shows the three graphs, whereby the functions are centered around 𝑦 = 0 which gives a 

clearer picture of the heterogeneous relationships.  

It appears that there are some observations for which glucose, insulin and pedigree have 

the opposite impact of what is indicated by the PDP. Furthermore, it seems that most of the 

heterogeneity of glucose and insulin comes from their characteristic jumps. The plot for 

insulin show among others that values greater than ~100 cause an increase in the predicted 

outcome for almost all observations, but the size of the increase varies considerably across 

the observations. That example underlines that partial dependence plots may sometimes 

fail to reflect the individual effects of a predictor, although they usually indicate the ten-

dency correctly. The same is true for glucose but the individual functions tend to be closer 

to the average function. 

In contrast, the impact of pedigree is much more heterogeneous. The PDP indicates a near-

ly linear and positive relationship up to a value of 1.25, but it looks quite different for the 

ICEs. For some of the observations the effect of an increase in pedigree on the predicted 

outcome is much stronger for small values as indicated by the PDP, while for other obser-

vations the functions remain at the same level up to a value of 0.5, followed by a signifi-

cant increase. Thus, drawing general inferences from partial dependence functions might 

lead to misleading results. 

One considerable drawback of the ICE approach is that interactions among predictor varia-

bles are much more complicated to investigate, even though the authors outlined a method 

for studying interactions that uses different colors (see Appendix A Figure 20 for an exam-

ple). Thus, for investigating interactions in black box algorithms traditional partial depend-

ence plots are rather suitable. Another issue arises for large or even medium-sized data 

sets, since ICEs plot a curve for each observation which makes the identification of hetero-

geneous relationships difficult (due to huge overlap). One possible solution to overcome 

this problem can be to randomly draw some observations from the data and plotting the 

curves just for this sample. 
                                                 
28 Since the graphs are centered around 0, the y-axis is not informative anymore and does not reflect the actu-
al predictions. 
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4 Predictive modelling and 
random forests in marketing 

4.1 Value added of predictive modelling in marketing 

This chapter aims at developing a deeper understanding of why predictive modelling in 

marketing is crucial for the success of a firm and which marketing actions can benefit from 

predictive modelling. 

One of the most valuable resource today is data. Companies like Google and Facebook 

generate and collect huge amounts of data every day. Facebook, for instance, produces 

four new petabytes29 of data per day (Brandwatch, 2017). It is therefore not surprising that 

the Forbes Magazine ranked Google and Facebook at rank two and rank four on its annual 

list of the world’s most valuable brands (Forbes Magazine, 2017). But even smaller (and 

less valuable) companies are not suffering from lack of sufficient data, but they are rather 

still unable to derive valuable knowledge about the business and their customers from the 

data. Companies equipped with the capability to unearth their data treasures can gain con-

siderable advantages that are particularly beneficial in highly competitive market environ-

ments. 

The process, providing the tools to systematically search for patterns in the data, is known 

as data mining30, whereby a substantial part of data mining is predictive modelling31. Pre-

dictive modelling enables companies to identify relevant customer segments that are most 

likely to respond to certain marketing actions. Predictive modelling, for instance, can be 

beneficial for the identification of existing customers who are potentially willing to cancel 

their contract or customers who are likely to buy a new product or service. Thus, predictive 

modelling directly contributes to a better targeting and supports marketers in taking the 

right decisions. Transferring this argument into a monetary dimension, it implies that pre-

dictive modelling largely supports a more effective and more efficient use of the marketing 

budget which finally results into economic success (Blattberg et al., 2008, pp. 15–16). 

                                                 
29 One petabyte equals one million gigabytes. 
30 “Data mining is defined as the process of discovering patterns in data. The process must be automatic or 
(more usually) semiautomatic. The patterns discovered must be meaningful in that they lead to some ad-
vantage – e.g., an economic advantage. The data is invariably present in substantial quantities.” (Witten et al., 
2016) 
31 “Predictive modelling is the use of statistical methods to predict customer behavior. […] Predictive model-
ling first and foremost is a process, consisting of defining the problem, preparing the data, estimating the 
model, evaluating the model, and selecting customers to target.” (Blattberg et al., 2008, p. 245) 
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Reichheld and Sasser (1990) investigated the impact of a reduction of the churn rate for 

several industries. They found that a reduction of defections by 5 % can lead to a profit 

increase between 25 and 85 %. This result highlights the benefits of being able to accurate-

ly identify customers who are willing to terminate the relationship. 

One of the very first ‘prediction models’ in marketing was the so-called RFM analysis. 

RFM stands for Recency, Frequency and Monetary Value and is largely based on decade-

long experiences from different industries. Practitioners from several businesses have ob-

served that repurchase behavior is mainly determined by RFM variables. Recency denotes 

the time elapsed since the last purchase of a customer. Frequency determines how fre-

quently a customer ordered the product or service of the company and monetary value 

measures the amount of money spent by a customer for all the purchases.32 The usually 

assumed relationship between frequency and monetary value and the likelihood to respond 

(to a marketing campaign or to repurchase) is positive, meaning that customers who bought 

more frequently and spent more money in the past, tend to have a higher response proba-

bility in the future. In contrast, customers who bought more recently are assumed to show a 

higher response rate. However, this assumption does probably not hold for durable goods 

(e.g. cars). It becomes clear at this point that the RFM analysis can only serve as a general 

framework for predictions and is very limited in its ability to incorporate industrial charac-

teristics. 

To obtain different segments based on the RFM approach, the customers are sorted accord-

ing to their values of the RFM variables and receive a score for each category. Typically, 

the customers are ranked based on quintiles, such that the top 20% of a category receive a 

score of 5 while the bottom 20% receive a score of 1.33 Every customer is then represented 

by three so-called RFM codes such that the customers can be sorted into 125 different 

segments (5 × 5 × 5) based on these codes. Accordingly, the segment with the RFM code 

5-5-5 contains the customers with the highest scores who are most likely to respond. In 

order to obtain simple predictions for the responses, the marketer might send the campaign 

to a test group including customers from all 125 segments. The resulting actual response 

rates for each segment, serve as the predicted probability for this respective customer 

group. Finally, the segments with the highest predicted probabilities can be selected for the 

campaign (Blattberg et al., 2008, pp. 323–327 & Kumar and Reinartz, 2012, pp. 111–114). 
                                                 
32 In general, the units measured by the RFM variables can be changed. For instance, frequency could also 
reflect the number of purchases within a certain time frame, instead of purchases during the entire relation-
ship. The definitions stated above are exemplary. 
33 The reverse order of scores is also possible and can sometimes be found in the literature. 
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The greatest strengths of the RFM analysis are its simplicity and transparency, since it does 

not require any advanced statistical knowledge, results are easy to interpret and the influ-

encing variables are known a priori. However, on the other hand the models’ simplicity can 

also be seen as a disadvantage, since it is limited to a very small number of variables and 

the possibility to integrate additional potentially important predictors in the model is lim-

ited.34 Moreover, the resulting groups show a relatively low level of granularity, because 

customers can only be sorted into 125 groups (5 × 5 × 5) (Blattberg et al., 2008, pp. 326–

327). The logistic regression approach can help to overcome these problems by using more 

input variables than in an RFM analysis, which finally yields to more granular predictions. 

The regression coefficients and the odds-ratios provide useful insights into the prediction 

mechanism of a logistic regression model so that a certain degree of transparency is given. 

Consequently, the logistic regression had been state-of-the-art for decades (Schmidberger 

and Stahl, forthcoming, pp. 154–155). 

However, the following chapter will show that more sophisticated prediction algorithms 

like random forests clearly outperform logistic regressions in prediction tasks for solving 

marketing decision problems. An increase in prediction accuracy is often directly translat-

ed into monetary value due to the resulting increase in efficiency and effectiveness of use 

of the marketing budget. Thus, a marketer should aim for the best available model that can 

be set up within a reasonable period of time. Random forests indeed fulfill these criteria, 

but they suffer from a perceived lack of interpretability, which is a major difference com-

pared to the RFM analysis or to the logistic regression approach. This may partly explain 

why random forests have not been applied frequently to marketing decision problems. 

 

4.2 Application of random forests in the marketing literature 

This chapter provides an overview of the empirical marketing literature on the ap-

plications of random forests for predictive purposes.35 It illustrates the superior predictive 

performance of random forests in two common application areas in marketing and high-

lights the need for additional metrics to obtain a deeper understanding of the mechanisms 

inside the model. Table 1 summarizes existing marketing literature that deals with random 

forests for predictive modelling:
                                                 
34 It is possible to some extent to include additional variables (e.g. gender) in the RFM analysis (Blattberg et 
al., 2008, p. 331). 
35 The literature overview is limited to papers that apply random forests on classification tasks. Regression 
tasks are not covered by this chapter. 
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Table 1a: Overview of the marketing literature using random forests for predictive modelling 

Notes: VIM: Variable Importance Measure; AUC: Area under Curve; Std. dev.: Standard deviation; PSO: Particle Swarm Optimization; mRMR: Minimum Redundancy Maximum Relevance; 
GAMens: Generalized Additive Models Ensembles  

Paper Buckinx and Van den Poel 
(2005) 

Larivière and Van den Poel 
(2005) 

Burez and Van den Poel 
(2007) 

Coussement and Van den Poel 
(2008) 

Xie et al. 
(2009) 

Objective 
Prediction of partial defection by loyal 

clients 
Identification of the most relevant predic-

tor variables 

Prediction of the events: buying a new 
product, canceling a product and becom-

ing less profitable 
Deeper understanding of explanatory 

variables. What are the drivers for those 
events? 

Development of competing predictive 
churn models and application of the 
winner model in a field experiment 

Investigation of the impact of marketing 
actions (fee movies, unique event, cus-

tomer feedback) on churn rate 

Application of support vector machines to 
newspaper churn data and benchmark 

with other techniques 
Identification of the most important churn 

drivers 

Introduction and application of improved 
balanced random forests as a new ap-

proach to handle class imbalances when 
predicting churn 

Approach combines balanced & weighted 
random forests (Chen et al., 2004) 

Data 
Sample of 158,884 customers provided by 

a large retailer offering fast moving 
consumer goods (FMCG) 

Sample of 
100,000 customers from Belgian financial 

services company 

All customers with active subscription of 
an European pay-TV company 

Subscription 
data of Belgian newspaper company  

Sample of 20,000 customers from a 
Chinese bank 

Target  
Variable(s) 

̶ Partial defection in a non-contractual 
setting (defection defined as deviation 
from previously established transaction 
pattern) 

̶ Next buy 
̶ Active partial-defection (canceling a 

product) 
̶ Profit drop (decrease in profit rank) 

̶ Churn of subscribers ̶ Churn of subscribers ̶ Churn of bank clients 

Estimation 
Methods 

̶ Random forests 
̶ Neural networks 
̶ Logistic regression 

̶ Random forests benchmarked with 
logistic regression 

̶ Random forests and logistic regression 
with Markov chain benchmarked with 
basic logistic regression 

̶ Support vector machines benchmarked 
with random forests and logistic re-
gression 

̶ Improved balanced random forests 
benchmarked with artificial neural 
networks, decision trees and support 
vector machines 

Variable 
Importance 
Measures 

̶ Type: Use of VIM but exact type not 
reported 

̶ Most important variables in random 
forests:  
o Number of days since last purchase 
o Average number of days between a 

clients’ purchases 
o Ratio of number of shop visits and 

length of customer relationship 
o Number of days since last purchase 

̶ No directions of effects reported 

̶ Type: Use of VIM but exact type not 
reported & additional descriptive sta-
tistics to explore the directions of the 
variable effects 

̶ Next buy: possession of current 
account, number of products, age and 
monetary value are positive drivers 

̶ Defection: selling tendency (ability of 
sales agent) and number of products 
are positive drivers  

̶ Profit drop: monetary value, possession 
of current account, credit card & num-
ber of products are positive drivers 

Not reported 

̶ Type: Use of VIM but exact type not 
reported 

̶ Most important variables in random 
forests:  
o Length of current subscription 
o Elapsed time since last renewal 
o Elapsed time since last suspension 
o Month of contract expiration 

̶ No directions of effects reported 

Not reported 

Main 
findings 

̶ Predictive performance of applied 
model techniques is comparable in 
terms of AUC and accuracy (random 
forests perform slightly better on the 
training data) 

̶ Typical RFM variables are most 
important drivers of accurate prediction 

̶ Socio-demographics have been found 
less important 

̶ Random forests always outperform 
logistic regression (based on AUC) 

̶ Past customer behavior is important for 
prediction of future behavior and prof-
its 

̶ Customer’s age and stage lifecycle also 
important predictors 

̶ Random forests outperform the com-
peting techniques based on overall 
AUC 

̶ Nevertheless, the author’s used the 
Markov model (slightly less accurate) 
for the field experiment 

̶ Three tested marketing actions are 
equally effective 

̶ Support vector machines outperform 
logistic regression when parameters are 
optimized but are outperformed by 
random forests 

̶ Important predictors describe the 
interaction between company and cus-
tomers 

̶ Socio-demographics have been found 
less important in this context 

̶ The new approach outperforms all 
benchmark models used in the paper 

̶ Also tested against balanced & 
weighted random forests which are 
also outperformed by the novel ap-
proach based on the bank data 
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Table 1b: Overview of the marketing literature using random forests for predictive modelling (cont.) 

Notes: VIM: Variable Importance Measure; AUC: Area under Curve; Std. dev.: Standard deviation; PSO: Particle Swarm Optimization; mRMR: Minimum Redundancy Maximum Relevance; 
GAMens: Generalized Additive Models Ensembles

Paper Burez and Van den Poel 
(2009) 

Idris et al. 
(2012) 

De Bock and Van den Poel 
(2012) 

Coussement and De Bock 
(2013) 

Miguéis et al. 
(2017) 

Objective 
Comparison of random and advanced 

undersampling with gradient boosting and 
random forest based on several churn data 

sets from various industries 

Prediction of churn in the telecommunica-
tions sector 

Comparison of PSO based undersampling 
in combination with different feature 

reduction techniques using random forests 
and k-nearest-neighbor 

Introduction of GAMensPlus and applica-
tion on churn data (extension of GAMens) 
Comparison with well-established model-

ling techniques 
Demonstration of generalized feature 

importance score 

Demonstration of the beneficial effect of 
ensemble methods 

Comparison of single models with their 
ensemble counterparts 

Prediction of response to a direct market-
ing campaign for long-term deposits 

Comparison of different approaches to 
handle class imbalances 

Data 
Six real-world data sets comprising 

between ~32,000 and ~145,000 observa-
tions 

Data of 50,000 customers from Orange 
(French Telecom Company) 

Six real-world data sets used for perfor-
mance comparisons & data set from 

European bank to demonstrate interpreta-
bility of GAMensPlus in a case study 

Sample of 3,729 gamblers provided by 
bwin  

41,188 sales contacts provided by a 
Portuguese bank 

Target  
Variable(s) 

̶ Churn of customers (bank, mobile, 
newspaper, pay-TV, supermarket) ̶ Churn of telecommunication customers 

̶ Churn of clients in various sectors 
̶ Churn of bank clients (case study) 

̶ Churn of gamblers  ̶ Subscription of deposit 

Estimation 
Methods 

̶ Gradient boosting, random forest 
(weighted and unweighted) combined 
with undersampling techniques and 
benchmarked to logistic regression 

̶ Random forests and k-nearest-neighbor 
in combination with specific under-
sampling techniques and various fea-
ture selection methods 

̶ GAMensPlus benchmarked with 
bagging (unpruned CART trees), ran-
dom subspace method, random forests, 
logistic regression and GAM 

̶ CART trees and generalized additive 
models benchmarked with random 
forests and GAMens 

̶ Random forests with different class 
imbalance methods compared to lo-
gistic regression, neural networks and 
support vector machines 

Variable 
Importance 
Measures 

Not reported Not reported 

̶ Type: VIMs are not reported for 
random forests but feature importance 
scores of GAMensPlus 

̶ Most important variables according to 
GAMensPlus are RFM related varia-
bles 

̶ Type: Permutation based VIM 
̶ Most important variables in random 

forests:  
o Number of days since last bet 
o Number of days since last lost 
o Std. dev. of number of days between 

bets 
o Number of bets relative to length of 

relationship 
̶ No directions of effects reported 

̶ Type: permutation based VIM (nor-
malized) 

̶ Most important variables in random 
forests:  
o Duration of last contact 
o Euribor rate 
o Employment indicator 
o Number of days since last contact 

̶ No directions of effects reported 

Main 
findings 

̶ Undersampling leads to increase in 
accuracy 

̶ Advanced undersampling technique 
does not lead to further gains 

̶ Weighted random forests outperform 
unweighted random forests as well as 
gradient boosting and logistic regres-
sion 

̶ Random forest in combination with 
PSO undersampling and mRMR fea-
ture reduction technique outperforms 
all other techniques 

̶ GAMensPlus outperforms all other 
techniques based on most performance 
indicators 

̶ Random forests are main competitors 
but also logistic regression performs 
quite well 

̶ RFM variables are most important 
drivers of accurate churn prediction 

̶ Random forests outperform all other 
applied techniques based on top-10 lift 
and lift index 

̶ RFM variables are most important 
drivers of churn 

̶ Random forest with undersampling 
outperforms all other applied tech-
niques based on AUC, top-10 lift and 
top-20 lift 

̶ Use of class imbalance approaches 
increases performance of random for-
ests but not necessarily for bench-
marked techniques 
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As Table 1 shows, there exist numerous studies examining random forests in the context of 

churn prediction but only a few studies consider random forests for predicting the response 

to marketing campaigns (Larivière and Van den Poel, 2005 & Miguéis et al., 2017). The 

analysis of the bank data in chapter 6 will contribute towards closing this gap. Another 

finding from Table 1 is that research about predictive modelling, using random forests and 

other machine learning techniques in marketing, is highly concentrated on just a few re-

searchers, namely Dirk van den Poel, Kristof Coussement, Koen W. De Bock and Jonathan 

Burez from Belgium and France. 

The results of the papers confirm the superior performance of random forests for churn 

predictions as well as for response predictions across different industries and thus demon-

strate the usefulness of this approach for marketing departments. For instance, Larivière 

and Van den Poel (2005), Burez and Van den Poel (2007), Coussement and Van den Poel 

(2008) and Miguéis et al. (2017) found that random forests almost always outperform lo-

gistic regressions. Only Buckinx and Van den Poel (2005) and De Bock and Van den Poel 

(2012) could not find any significant performance differences between random forests and 

logistic regression. However, the overall empirical findings clearly highlight the perfor-

mance advantages of random forests over the logistic regression. 

Coussement and De Bock (2013) found that ensemble models (especially random forests) 

perform better than their single model counterparts. This result is consistent with the early 

findings of Breiman (1996a) and Opitz and Maclin (1999). 

The papers of Burez and Van den Poel (2009), Xie et al. (2009) and Miguéis et al. (2017) 

investigate several approaches to handle class imbalances in the underlying data set. The 

former paper show that the use of weighted random forests leads to a performance increase 

compared to unweighted random forests.36 Based on the two approaches to handle the class 

imbalance problem as outlined by Chen et al. (2004)37, Xie et al. (2009) propose a combi-

nation of both, which is called improved balanced random forests. The authors demon-

strate the superior predictive performance of their new method compared to other machine 

learning algorithms as well as to the unweighted random forest version.  

                                                 
36 The weighted random forests algorithm assigns higher misclassification costs to the minority class (Chen 
et al., 2004, p. 3). 
37 Chen et al. (2004) extended the initial concept of random forests by weighted random forests and balanced 
random forests to better account for class imbalances in the data. Note that the co-authors of Chen are Leo 
Breiman, the inventor of the original algorithm, and Andy Liaw who has implemented random forests in the 
R-package of the same name. 
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Moreover, the results of Burez and Van den Poel (2009) and Miguéis et al. (2017) indicate 

that undersampling of the majority class leads to a performance increase, even if it is used 

in combination with the original random forest algorithm. 

Unfortunately, not every study reports the variable importance measures provided by ran-

dom forests and some of those who reported the importance measure fail to mention 

whether they used the Gini importance or the permutation based approach. Among the pa-

pers that report the importance measures, only Larivière and Van den Poel (2005) deter-

mine the direction of the variable effects of the ten most important predictors by means of 

additional descriptive analyses. 

Summarizing the results, it shows that the most important predictors of churn and response 

are the typical RFM variables, which describe the behavior of customers and their interac-

tion with the firm. In contrast, socio-demographics are less important for churn. However, 

Larivière and Van den Poel (2005) and Miguéis et al. (2017) found that age is among the 

five most relevant variables when predicting the purchase likelihood of customers.  

It can finally be concluded that almost all studies who report the variable importance 

missed to determine the direction of the variable impact and that none of the papers used 

partial dependence plots to visualize relationship between the most important predictors 

and the predicted outcome. However, even if such graphical tools can be useful to illustrate 

the influences of variables in random forests, a large number of those plots would be nec-

essary to visualize models with many input variables. 

 

 

 

 

 



37 
 

5 Classification improvement measure –  
a new concept of exploring a random forest 

5.1 Motivation 

At the beginning of this thesis the concept of single decision trees was outlined in chapter 

2.1. These rules provide valuable insights for the model applicants, even if they have no or 

only little statistical knowledge. However, ensemble models like random forests often out-

perform single models in terms of predictive accuracy so that ensembles are often prefera-

ble alternatives over their single model counterparts (see chapter 2.2.1 & chapter 4). Unfor-

tunately, the performance advantage of ensembles comes along with a loss of interpretabil-

ity. Various metrics have been developed until now to investigate black box-algorithms. 

Chapter 3.2 presented the two most common variable importance measures for random 

forests, namely the Gini importance and mean decrease in accuracy. Both metrics can be 

used to identify the most important variables in a forest, but they do not indicate whether 

small or large variable values drive the predicted probability for the class of interest. 

Chapter 3.3 described a graphical solution to overcome this problem. Partial dependence 

plots will be a powerful tool to visualize the nature of the relationship between input varia-

bles and the predicted probabilities, if the most important variables are identified by means 

of variable importance measures. 

Consequently, to study the direction of the variable impact on predictions in a random for-

est it is necessary to calculate variable importance measures and to construct partial de-

pendence plots which leads to a multitude of additional graphics. 

Thus, the new method that will be presented in this chapter is expected to combine the val-

uable information of common variable importance measures and partial dependence plots 

and to provide well-founded knowledge about the mechanisms inside the black box with-

out producing tons of graphs. The novel approach basically consists of two key figures for 

each variable, such that the output fits on a single page and allows examining the relevance 

of predictor variables as well as the direction of their effects for a given forest. 
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5.2 Introduction of the classification improvement measure to 
explore random forests 

5.2.1 Net effect of predictor variables 
First of all, the new approach called classification improvement measure is developed for a 

single decision tree and will be extended later to random forests. 

What distinguishes decision trees from regression analysis is that they do not try to fit a 

linear or logistic function to all data points, but divide the data set into two subsets at each 

binary split, such that the class distributions in the sub-nodes become more homogeneous. 

Accordingly, a decision tree is able to detect local impacts of a variable, which might only 

be valid on a small subset of the data. 

Graphically, splits correspond to a jump in the class distribution function and improve the 

correct classification for both classes. The general idea of the following approach is to use 

partial impacts of a variable that was used for splitting and aggregate these local influences 

for each variable over the whole tree. Before the concept of the classification improvement 

measure will be formalized this chapter starts with some theoretical considerations.  

To illustrate the concept in a comprehensible way, a small simulated data set with only 10 

observations is being used (see Table 2). 

Table 2: Simulated data set 

ID response 𝑿𝟏_𝒑𝒐𝒔 𝑿𝟏_𝒏𝒆𝒈 𝑿𝟐 𝑿𝟑 𝑿𝟒 
1 0 18 62 7 5 100 
2 0 24 56 25 25 80 
3 0 32 48 8 10 90 
4 0 27 45 14 14 112 
5 0 35 39 16 13 107 
6 1 39 35 5 3 65 
7 1 45 27 9 7 77 
8 1 48 32 24 18 101 
9 1 56 24 36 15 49 
10 1 62 18 20 12 85 

The data set is balanced and contains five independent variables 𝑋  and a numerical de-

pendent variable response, which is 1 for responses and 0 for non-responses. The variables 𝑋 _  and 𝑋 _  are perfect predictor variables, meaning that the complete data set can be 

divided into two homogeneous groups by only one single split. 
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Figure 12 illustrates this graphically by showing the scatterplot (Figure 12.A and 12.B) and 

the corresponding CART tree (Figure 12.C and 12.D) for each perfect predictor variable: 

Figure 12: Scatterplots and decision trees for perfect predictor variables 

 

 
Source: Own illustration with R 
Notes: Figure 12.C and 12.D are based on decision trees from the rpart-package; the graphics are created using the 
rpart.plot-package; description of node labels: top line: predicted class (majority vote), middle line: proportion of obser-
vations with target class, bottom line: proportion of data contained in the node; the decision tree in 12.C displays the 
model: response = 𝑋 _ ; the decision tree in 12.D displays the model: response = 𝑋 _  

The dashed red line represents the initial proportion of observations of the class of interest 

(response) in the parent node and the black line indicates the distribution of this class in the 

resulting child nodes. The jump in the distribution function corresponds to the split point. 

For values of 𝑋 _ < 37 all observations in the resulting leaf node are non-responses 

(𝑌 = 0), while for 𝑋 _ ≥ 37 all observations are responses (𝑌 = 1). On the other hand, 

values of 𝑋 _ ≥ 37 perfectly classify non-responses and 𝑋 _ < 37 separates all re-
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sponses (𝑌 = 1) of the data set into homogeneous child nodes. Hence, both variables are 

perfect predictors of the target variable for this simple data set, since there is one threshold 

that ensures the perfect separation of the two classes. It can furthermore be concluded that 

the direction of the effect of 𝑋 _  on the target class prediction is positive, because larger 

values better predict responses. In contrast, the direction of the effect of 𝑋 _  on the re-

sponse prediction is negative, because smaller values better predict the target class. Those 

perfect relationships are obviously quite unrealistic for larger data sets. But, however, per-

fect predictor variables can act as a benchmark when assessing the role of other variables. 

Figure 13 describes a more realistic scenario: 

Figure 13: Scatterplots and decision trees for 𝑋  and 𝑋  

 
Source: Own illustration with R 
Notes: Figure 13.C and 13.D are based on decision trees from the rpart-package; the graphics are created using the 
rpart.plot-package; description of node labels: top line: predicted class (majority vote), middle line: proportion of obser-
vations with target class, bottom line: proportion of data contained in the node;  the decision tree in 13.C displays the 
model: response = 𝑋 ;  the decision tree in 13.D displays the model: response = 𝑋 ; the numbers of child nodes are print-
ed in bold 
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Figure 13.A and Figure 13.B show the scatterplots of variable 𝑋  and 𝑋 . Figure 13.C and 

13.D illustrate the decision trees if the respective variable was chosen for the first split of 

the tree. As mentioned above, the black lines again indicate the distribution of the target 

class in the resulting child nodes. 

The essential idea of the classification improvement measure is to measure the improve-

ment in the correct classification of the target class for each node. The following formula is 

proposed to describe the classification improvement of the target class in a node: 

(10)  𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 𝑛𝑜𝑑𝑒 = ,, × , ,,  

with: 𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 𝑛𝑜𝑑𝑒 = 𝑐𝑙𝑎𝑠𝑠𝑖𝑓𝑖𝑐𝑎𝑡𝑖𝑜𝑛 𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 𝑐ℎ𝑖𝑙𝑑 𝑛𝑜𝑑𝑒 𝑖 𝑛 , = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑜𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑠 𝑤𝑖𝑡ℎ 𝑡𝑎𝑟𝑔𝑒𝑡 𝑐𝑙𝑎𝑠𝑠 𝑖𝑛 𝑐ℎ𝑖𝑙𝑑 𝑛𝑜𝑑𝑒 𝑖 𝑛 , = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑜𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑠 𝑤𝑖𝑡ℎ 𝑡𝑎𝑟𝑔𝑒𝑡 𝑐𝑙𝑎𝑠𝑠 𝑖𝑛 𝑝𝑎𝑟𝑒𝑛𝑡 𝑛𝑜𝑑𝑒 𝑝𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛 , = 𝑝𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛 𝑜𝑓 𝑜𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑠 𝑤𝑖𝑡ℎ 𝑡𝑎𝑟𝑔𝑒𝑡 𝑐𝑙𝑎𝑠𝑠 𝑖𝑛 𝑐ℎ𝑖𝑙𝑑 𝑛𝑜𝑑𝑒 𝑖 𝑝𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛 , = 𝑝𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛 𝑜𝑓 𝑜𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑠 𝑤𝑖𝑡ℎ 𝑡𝑎𝑟𝑔𝑒𝑡 𝑐𝑙𝑎𝑠𝑠 𝑖𝑛 𝑝𝑎𝑟𝑒𝑛𝑡 𝑛𝑜𝑑𝑒 

The expression , ,,  measures the percentage improvement to-

wards perfect classification or, in other words, the percentage reduction of the classifica-

tion gap. The term classification gap in this context is being used to describe the difference 

between the perfect classification (i.e. proportion of the target class in a node is 100%) and 

the actual proportion of the target class in the parent node.  

Using the example in Figure 13.C, the proportion of the target class (response) in the root 

node equals 0.5. Response observations would be perfectly separated (classified) by a child 

node if the proportion of responses in this node was equal to 1 (100% responses in this 

node). It follows that the initial classification gap for responses in the root node is equal to 1 − 0.5 = 0.5. Thus, the maximum improvement towards perfect classification of respons-

es, that can be achieved by 𝑐ℎ𝑖𝑙𝑑 𝑛𝑜𝑑𝑒 𝑖, is also 0.5 (reflected by the denominator 1 −𝑝𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛 , ). This value reflects that, ideally, only responses will be sorted into 

the child node such that these observations are perfectly separated from non-responses. 

The actual improvement towards perfect classification achieved by a 𝑐ℎ𝑖𝑙𝑑 𝑛𝑜𝑑𝑒 𝑖 is re-

flected by the nominator and is indicated in Figure 13.A and 13.B by ± ∆. 
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Applying this concept to child node 2 from Figure 13.C, the calculation below shows the 

percentage improvement in relation to the maximal possible improvement: 

     = . .. = 0.5  

This implies that child node 2 improves the classification of responses towards perfect 

classification by 50% compared to the parent node.38 The expression ,,  in formula 

(10) takes into account that this incremental improvement is only achieved for a proportion 

of response observations contained in the parent node. Indeed, only three out of five re-

sponses are separated into child node 2 which improves the classification by 50%. By 

weighting the percentage improvement towards perfect classification with the proportion 

of responses from the parent node that fall into the corresponding child node, the final im-

provement value of node 2 can be calculated as follows: 

𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 𝑛𝑜𝑑𝑒 = × . .. = 0.3  

The improvement value of 0.3 mirrors that child node 2 improves the classification of re-

sponses by 50% compared to the parent node and that this improvement is achieved for 

60% (three-fifths) of the response observations from the parent node. 

In order to assess the net effect of the split, the total improvement of node 1 needs to be 

calculated: 

𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 𝑛𝑜𝑑𝑒 = × . .. = −0.136  

As it can be seen from the calculation above, the improvement value of node 1 is negative. 

The intuition behind this is that the share of responses in the node is 0.33, which is below 

the share of responses observed in the parent node (0.5). Two out of five response observa-

tions are sorted into this note. Consequently, the correct classification of those two obser-

vations has worsened, since they are farther away from perfect classification. Hence, the 

improvement value of node 1 reflects that the classification of 40% (two fifths) of the re-

sponses from the parent node has worsened by 34%. 

 

 

                                                 
38 In other words, child node 2 reduces the classification gap of the parent node by 50%. 
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The node improvement values of the second example presented by Figure 13.B and 13.D 

are as follows: 

𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 𝑛𝑜𝑑𝑒 = × . .. = −0.08  

𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 𝑛𝑜𝑑𝑒 = × ..   = 0.2  

Child node 4 illustrates that even if the percentage classification improvement of a node is 

100%, it does not necessarily imply an overall node improvement value of 1, because the 

improvement is only achieved for 20% (one fifth) of the responses from the parent node. 

Again, the second node improvement value of child node 3 is negative, since the correct 

classification for 80% of responses has worsened by ~11%. 

However, the aggregated effects of the splits based on 𝑋  and 𝑋  are positive (in absolute 

terms). The following equation is used to calculate the effect of a binary split:  

(11)    𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑠𝑝𝑙𝑖𝑡 𝑘 = 

[(+1) ∨ (−1)]  ×  𝑛 𝑛   ×  (𝑖𝑚𝑝.  𝑛𝑜𝑑𝑒 + 𝑖𝑚𝑝.  𝑛𝑜𝑑𝑒 ) 

with: 
   𝑖𝑚𝑝. 𝑛𝑜𝑑𝑒 = 𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 𝑙𝑒𝑓𝑡 𝑛𝑜𝑑𝑒,       𝑖𝑚𝑝. 𝑛𝑜𝑑𝑒 = 𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 𝑟𝑖𝑔ℎ𝑡 𝑛𝑜𝑑𝑒 𝑛 = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑜𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑠 𝑖𝑛 𝑝𝑎𝑟𝑒𝑛𝑡 𝑛𝑜𝑑𝑒 𝑛 = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑜𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑠 𝑖𝑛 𝑐𝑜𝑚𝑝𝑙𝑒𝑡𝑒 𝑑𝑎𝑡𝑎 𝑠𝑒𝑡 

The expression (𝑖𝑚𝑝. 𝑛𝑜𝑑𝑒 + 𝑖𝑚𝑝.  𝑛𝑜𝑑𝑒 ) is simply the sum of the improvement values of 

the two child nodes calculated above. The term represents the weighted classification im-

provement of the response observations in the parent node that results from the split. How-

ever, it must be considered that most of the splits (except for the root node split) are only 

applied to a subset of the data set and therefore influence only the classification of a pro-

portion of observations. Thus, the term    reflects the proportion of observations in 

the full data set that is separated by the split. 

Therefore, even if the sum of improvement values is identical (𝑖𝑚𝑝. 𝑛𝑜𝑑𝑒 + 𝑖𝑚𝑝.  𝑛𝑜𝑑𝑒 ) 

splits that are located closer to the root node have a bigger impact, since a larger proportion 

of data is separated by the split. 
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The expression [(+1) ∨ (−1)] in formula (11) is the crucial parameter, which incorporates 

the partial direction of the split effect. It can have values of either +1 for positive partial 

effects or −1 for negative partial effects. The idea behind this parameter is to determine 

whether the correct classification of the target class is more driven by large variable values 

(positive split) or by smaller values (negative split). 

Finally, the effects of the root node splits based on 𝑋  and 𝑋  are calculated as follows: 

𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑠𝑝𝑙𝑖𝑡 𝑋 = (+1) × × [0.3 + (−0.136)] = 0.164  

 

𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑠𝑝𝑙𝑖𝑡 𝑋 = (−1) × × [0.2 + (−0.08)] = −0. 1 = −   

 

Since both splits separate the full data set, the middle term is  = 1. Moreover, 𝑋  has a 

positive impact on the prediction of responses, because the share of responses is higher in 

the child node with larger variable values of  𝑋 . 

For example, observations with 𝑋 < 18 fall into the left child node 1 with a share of re-

sponses of 0.33. In contrast, observations with 𝑋 ≥ 18 fall into the right child node 2 with 

a share of responses of 0.75, which is obviously higher than in the left child node. Hence, 

larger values of 𝑋  better separate responses from non-responses in this simple decision 

tree and, as a consequence, the impact of 𝑋  is positive. 

Equivalently, the impact of the split based on 𝑋  can be determined in the same way. Ob-

servations with 𝑋 ≥ 4 fall into the left child node 3 with a share of responses of 0.44, 

whereas observations with 𝑋 < 4 fall into the right child node 4 with a share of responses 

of 1. In this case, smaller values better separate responses from non-responses and conse-

quently 𝑋  has a negative impact. 

However, it might be difficult to assess the magnitude of the effects obtained from formula 

(11) without any reference point, but as mentioned above, perfect positive and perfect neg-

ative splits can serve as a benchmark. 

By definition, perfect splits separate the observations contained in the root node into com-

pletely homogeneous child nodes by just one single split. This implies that the improve-

ment value of one child node is always 1, while the improvement value of the other child 

node becomes 0.  
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The example of a perfect positive split shown by Figure 12.C is used to illustrate this and 

the corresponding improvement values of both child nodes are calculated below: 

𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 𝑛𝑜𝑑𝑒 = × .. = 0  

 

𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 𝑛𝑜𝑑𝑒 = × ..   = 1  

Technically, the improvement towards perfect classification achieved by the left child node 

is  .. = −1, but the improvement value becomes 0, since no response observation is 

contained in this node. 

In contrast, the improvement value of the right child node is 1, since only responses are 

contained in this node and all response observations from the parent node fall into it. Due 

to the fact that variable 𝑋 _  splits the root node, the expression   also becomes =1. The parameter that determines the direction of the effect of this positive split is +1, 

since the share of response is higher in the node with 𝑋 _ ≥ 37. 

Thus, the resulting effect of the split based on 𝑋 _  equals: 

𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑠𝑝𝑙𝑖𝑡 𝑋 _ = (+1) × × [0 + 1] = +1  

 

The only parameter that changes when determining the effect of 𝑋 _  on the classifica-

tion of responses is the direction parameter. Since the share of responses is now higher for 

observations with 𝑋 _ < 37, the parameter becomes −1 and the resulting effect is equal 

to: 

𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑠𝑝𝑙𝑖𝑡 𝑋 _ = (−1) × × [0 + 1] = −1  

 

The values −1 and +1 represent the lower and upper bound of the effect of a binary split. 

Only root node splits that perfectly separate the complete data can reach these maxima.39 If 

the split effect equals +1, all responses will be sorted into the node with larger values of 

                                                 
39 However, it is possible that a variable perfectly separates a subset of data (perfect variable for a certain 
branch). Nevertheless, the effect can never reach the maximum values, since it is weighted with the propor-
tion of observations in the branch that is smaller than 1. 
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the predictor. Equivalently, if the split effect is −1, all responses will be sorted into that 

node with lower values of the predictor variable. 

So far, only very simple decision trees with just one single split have been considered, but 

decision trees are usually more complex and a variable can be used more than once for 

splitting. Consequently, a strategy is needed to capture the aggregated split effects of each 

variable in a tree. To determine the aggregated variable effect in a decision tree, all split 

effects are simply added up and are called net effect of variable j. This leads to the follow-

ing formula: 

 (12)  𝑛𝑒𝑡 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 = ∑ 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑠𝑝𝑙𝑖𝑡 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗  

with: 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑠𝑝𝑙𝑖𝑡 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 = 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑡ℎ𝑒 𝑘𝑡ℎ 𝑠𝑝𝑙𝑖𝑡 𝑖𝑛 𝑡ℎ𝑒 𝑡𝑟𝑒𝑒 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 
 

The resulting value indicates whether the aggregated effect of all splits based on variable j 

is negative or positive. For instance, a high positive net effect indicates that higher values 

of the considered predictor variable strongly contribute to the prediction of the target class. 

 

5.2.2 Squared effect of a predictor variable 
One fundamental problem of the approach outlined above, is that positive and negative 

effects of the splits cancel out, irrespective of whether the improvements of the individual 

splits might be large or not. The proposed metric only gives an intuition about whether the 

predictor variable tends to better separate the target class for large variable values or for 

small values in a specific decision tree. Thus, when using the net effect as the only metric 

it is not possible to distinguish between variables that have a large discriminatory power 

but for which the net effects of the splits cancel out and those variables that really have a 

low impact on the separation of the target class. 

For instance, the metric is not able to differentiate between a variable 𝑋  that has been 

used only once for splitting with a split effect of +0.1 and a variable 𝑋  which has been 

used twice for splitting with effects of +0.3 and −0.2. For both variables, the net effect of 

the variable would yield values of +0.1. It is obvious that the second variable has a higher 

overall discriminatory power, since at one point in the tree responses are well separated by 

the variable for higher values, while at another point responses are well separated by lower 
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values. In contrast, the first variable has only been used for one split with a relatively small 

discriminatory power of larger values (net effect of single split is only +0.1). 

The proposed solution to tackle this problem is to take the sum of the squared individual 

split effects. This leads to the following formula for the squared effect of variable j: 

(13)    𝑠𝑞𝑢𝑎𝑟𝑒𝑑 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 = ∑ (𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑠𝑝𝑙𝑖𝑡 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 )  

with: (𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑠𝑝𝑙𝑖𝑡 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 ) = 𝑠𝑞𝑢𝑎𝑟𝑒𝑑 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑡ℎ𝑒 𝑘𝑡ℎ 𝑠𝑝𝑙𝑖𝑡 𝑖𝑛 𝑡ℎ𝑒 𝑡𝑟𝑒𝑒 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 
The squared effect removes all negative signs and assigns a higher weight to large individ-

ual splits. The resulting measure can be used to identify the most relevant predictor varia-

bles in a decision tree, namely those variables with the highest discriminatory power be-

tween the target class and the non-target class. By applying this concept to the variables of 

the previously described example, it yields the following results: 

 𝑠𝑞𝑢𝑎𝑟𝑒𝑑 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑋 = (0.1) = 0.01 

 

  𝑠𝑞𝑢𝑎𝑟𝑒𝑑 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑋 = (0.3) + (−0.2) = 0.09 + 0.04 = 0.13 

 

Thus, using the squared effect of a variable for the importance ranking indicates a higher 

relevance of variable 𝑋 . Therefore, the variables in the final output table of the classifi-

cation improvement measure will be ranked based on their squared effect. 

 

5.3 Extension to random forests and overview 

Up until now, the concept of the classification improvement measure was limited to single 

decision trees. The net effect of variable j estimates the direction of the effect of the varia-

ble in one specific decision tree and the squared effect estimates the relevance of variable j 

in that tree. 

However, the true power of this approach will be revealed in complex forests where it is 

impossible to keep the overview over hundreds or even thousands of if-then-rules. 
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The extension of the net and squared effect from single trees to a whole forest is rather 

simple. Just as for the commonly known variable importance measures, values are added 

up over the trees in a forest and divided by the number of trees. 

Thus, the net effect of variable j in a forest T is described by: 

(14)  𝑛𝑒𝑡 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 𝑖𝑛 𝑓𝑜𝑟𝑒𝑠𝑡 𝑇 = ∑       

with: 𝑛𝑒𝑡 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 = net effect of variable j in tree t 𝑁 = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑡𝑟𝑒𝑒𝑠 𝑖𝑛 𝑓𝑜𝑟𝑒𝑠𝑡 𝑇 
Equivalently, the squared effect of variable j in forest T, which indicates the variable im-

portance is calculated as follows: 

(15) 𝑠𝑞𝑢𝑎𝑟𝑑 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 𝑖𝑛 𝑓𝑜𝑟𝑒𝑠𝑡 𝑇 = ∑       

with: 𝑠𝑞𝑢𝑎𝑟𝑒𝑑 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 = squared effect of variable j in tree t 𝑁 = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑡𝑟𝑒𝑒𝑠 𝑖𝑛 𝑓𝑜𝑟𝑒𝑠𝑡 𝑇 
Before the new concept is applied to a simple random forest with three trees and to a larger 

real-world data set, Table 3 provides an overview over the different formulas and the level 

at which they are calculated: 

Table 3: Summary of formulas and their application levels in a forest 

Level Formula 

node 𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡 𝑛𝑜𝑑𝑒 = 𝑛 ,𝑛 , × 𝑝𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛 , − 𝑝𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛 ,1 − 𝑝𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛 ,  

split 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑠𝑝𝑙𝑖𝑡 𝑘 = [(+1) ∨ (−1)]  ×   𝑛 𝑛   ×  (𝑖𝑚𝑝. 𝑛𝑜𝑑𝑒 + 𝑖𝑚𝑝.  𝑛𝑜𝑑𝑒 ) 
tree 𝑛𝑒𝑡 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 = 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑠𝑝𝑙𝑖𝑡 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗  

tree 𝑠𝑞𝑢𝑎𝑟𝑒𝑑 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 = (𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑠𝑝𝑙𝑖𝑡 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 )  

forest 𝑛𝑒𝑡 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 𝑖𝑛 𝑓𝑜𝑟𝑒𝑠𝑡 𝑇 = ∑ 𝑛𝑒𝑡 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 𝑁  

forest 𝑠𝑞𝑢𝑎𝑟𝑑 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 𝑖𝑛 𝑓𝑜𝑟𝑒𝑠𝑡 𝑇 = ∑ 𝑠𝑞𝑢𝑎𝑟𝑒𝑑 𝑒𝑓𝑓𝑒𝑐𝑡 𝑜𝑓 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒 𝑗 𝑁  
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5.4 Application of the classification improvement measure to 
simulated and real data 

In the first step, the calculation of the net and squared effect is demonstrated using a small 

forest with three trees40 that is constructed based on the data set from Table 2. Only 𝑋 , 𝑋  

and 𝑋  are used as independent variables so that no perfect predictor is included in this 

simple model. Figure 14 shows the different trees: 

Figure 14: Trees in a random forest (simulated data) 

 
Source: Own illustration based on the tree rules from the R output 

                                                 
40 The number of randomly drawn variables at each split was set to 2. 
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For illustration purposes, the forest is computed with a bootstrap sampling size of 10 and 

without replacement.41 Variable 𝑋  is used three times for splitting, 𝑋  is used twice and 𝑋  is used only once. Lower values of 𝑋  have a high predictive power in this forest, since 

both splits on 𝑋  lead to homogeneous child nodes, which only contains responses (target 

class observations). In contrast, values of 𝑋  that are larger than 18 always improve the 

classification of responses. As outlined above, in order to compute the overall variable 

importance as well as to assess the direction of variable effects, net and squared effects are 

added up over the trees for each variable (see Table 4). 

Table 4: Net effects and squared effects of the variables (simulated data) 

Variable Net effect Squared effect 𝑋  −0.6 + (−0.429)3 =           −𝟎. 𝟑𝟒𝟑 
0.36 + 0.1843 =                            𝟎. 𝟏𝟖𝟏 

𝑋  0.167 + 0.373 + 0.1673 =    𝟎. 𝟐𝟑𝟔 
0.0278 + 0.139 + 0.02783 =    𝟎. 𝟎𝟔𝟓 

𝑋  −0.33 =                                   −𝟎. 𝟏𝟎𝟎 
0.093 =                                            𝟎. 𝟎𝟑𝟎 

 

The size of the squared effect determines the order in which variables are ranked, similar to 

the established variable importance measures. The result indicates that 𝑋  seems to be the 

most influential predictor in the forest followed by 𝑋  and 𝑋 . The order is equivalent to 

the ranking based on the Gini importance (see Appendix C Table 14). Furthermore, as ex-

pected, the net effects of 𝑋  and 𝑋  are negative, while the net effect of 𝑋  is positive. 

Even if 𝑋  was used only twice for splitting, the net effect is larger (in absolute terms) than 

the effect of 𝑋 . This reflects that 𝑋  is better able to separate observations with 𝑌 = 1 into 

pure nodes. As can be seen from Figure 14, 𝑋  perfectly separates 60% of the observations 

into two homogeneous groups in the first tree. In the second tree 𝑋  is used for the first 

split and is able to separate three out of five observations with 𝑌 = 1 into a pure node. In 

contrast, splits based on 𝑋  never result in homogeneous child nodes which leads to the 

higher ranking (and higher absolute net effect) of 𝑋 . 
 

                                                 
41 This implies a violation of the principle of bagging since the individual trees are built on the same data. 
The only type of randomness comes from the random draw of variables at each split decision. 
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Before the classification improvement measure is used to investigate the variable impact in 

a random forest for the banking data, it is applied to the same publicly available data than 

those used in chapter 3.3. The plots are based on a random forest with 500 trees and 392 

observations42 were used as training sample. In the following, the impact of the predictor 

variables in that forest will be investigated in more detail using the classification improve-

ment measure. Partial dependence plots will also be used to validate the results and to 

check for plausibility. However, it is important to note that both approaches do not exactly 

measure the same. PDPs show the impact of a predictor on the model prediction, when the 

effects of all other covariates are averaged out. Thus, PDPs are not directly related to how 

accurately a variable contributes to the correct prediction. On the other hand, the classifica-

tion improvement measure attempts to quantify the predictor’s impact on the separation of 

the target class. Nevertheless, PDPs are used as a proxy to assess the plausibility of the 

direction of the effects and their magnitude. 

Figure 15 on the next page shows the partial dependence plots for all eight predictor varia-

bles:

                                                 
42 Missing values have been removed. 
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Figure 15: Partial dependence plots for predictor variables (diabetes data) 

 
Source: Own illustration with R using the pdp-package and the publicly available diabetes data set. Plots show the impact on the prediction of a positive test for diabetes. 
Notes: The blue ticks on the x-axes mark the deciles of the corresponding predictor variable. X-axes of the plots are limited to the most relevant value ranges of predictors. PDPs over the full value 
ranges of all predictor variables are presented in the Appendix in Figure 21.
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The partial dependence plots indicate a positive impact of all predictor variables on the 

predicted probability of having diabetes. Glucose has by far the strongest positive impact 

on the prediction of the target class. Table 5 presents the variable importance measures, 

which confirm the impression from the PDPs: 

Table 5: Variable importance measures (diabetes data) 

 Mean decrease in accuracy  Gini importance  

 glucose 0.0701  glucose 42.02  

 age 0.0297  insulin 26.67  

 insulin 0.0234  age 23.52  

 mass 0.0112  mass 20.29  

 pregnant 0.0108  pedigree 18.80  

 triceps 0.0063  pregnant 14.65  

 pedigree 0.0061  triceps 14.40  

 pressure 0.0011  pressure 12.96  

Source: based on output from R  
Notes: mean decrease in accuracy is not normalized by the standard deviation of the differences 
 
Both measures clearly identify glucose as the most important predictor followed by age 

and insulin (even though the order is different) and pressure is ranked at the very bottom. 

Table 6 shows the results based on the classification improvement measure: 

Table 6: Classification improvement measure (diabetes data) 

Variable # splits Net effect Squared effect 

glucose 4,502 0.1900 0.0224 
insulin 4,197 0.0701 0.0067 
age 3,672 0.0841 0.0061 
mass 4,115 0.0465 0.0024 
pregnant 3,009 0.0234 0.0017 
pedigree 4,135 0.0406 0.0015 
triceps 3,409 0.0281 0.0011 
pressure 3,270 0.0094 0.0006 
Source: based on the author’s algorithm coded in SAS 
Notes: variables are ranked based on the squared effect 
 
The classification improvement measure yields very similar results. Glucose is also clearly 

identified as the most important predictor while the net effect also indicates a much strong-

er positive impact compared to other covariates. Insulin and age are ranked at the second 

and third position, whereby the net effect of age is larger. This seems to be in line with the 

PDPs. Furthermore, the net effects of mass and pedigree are at a comparable level and the 
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PDPs of both variables show similar patterns (see Figure 21 for the PDPs over the full val-

ue range). The sharp increase in the predicted probability of the variable mass for values 

between 25 and 30 may explain the small difference in the net effects. 

Pressure is again also identified as the least important predictor by the classification im-

provement measure. The net effect of pressure indicates a slightly positive impact on the 

outcome prediction and the corresponding PDP also shows a weak positive slope for val-

ues larger than 75.  

Overall, the results look very promising. The ranking of the variables based on squared 

effects is very similar to the traditional importance measures. The net effects suggest that 

higher values of all predictor variables better separate the target class. 
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6 Application of random forests for marketing 
response prediction 

6.1 Relevance for banking 

This chapter aims at providing empirical evidence on important drivers of responses to a 

marketing campaign in a retail banking context. The data for this analysis were provided 

by a major German direct bank. 

As outlined in chapter 4.1, the systematic use of internal (and external) data sources can be 

very beneficial to firms in order to generate insights about their customers. This knowledge 

can be used to allocate the marketing budget more efficiently which is especially important 

in markets with strong competition. 

The German banking sector is characterized by a highly competitive market environment 

with many players that are competing for a limited number of bank customers. Figure 16 

shows the market shares of the five largest credit institutions for each eurozone country: 

Figure 16: Market concentration of banking sector in eurozone countries 

 
Source: Chart 2.10 in “Report on financial structures – October 2017” (European Central Bank, 2017, p. 32). 
Note: Market concentration is measured by share of five largest credit institutions in total assets (unconsolidated basis). 

The aggregated market share of the five largest German banks (DE) was slightly above 

30% in 2016, which indicates a very strong competition and also implies low margins. Be-

ing successful in those markets requires efficient strategies to acquire new and retain exist-

ing customers. 

A strategy that gives predictive modelling a central role in a direct marketing campaign can 

help identify and select relevant target groups and thus contributes to a better allocation of 
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the marketing budget. Since available research is heavily focused on churn predictions to 

increase customer retention, this thesis particularly considers the response prediction of 

cross-sell campaigns within the existing customer base. The selection of only the most af-

fine customers for a direct marketing campaign can have manifold impacts on the compa-

ny’s success. More effective targeting may, among others, reduce marketing costs, increase 

customer profitability through cross- or upsell-activities and enhance customer satisfaction 

since clients receive less irrelevant advertisement that does not meet their specific needs 

(Kumar and Reinartz, 2012, p. 144). 

 

6.2 Data 

The customer data used for modelling originate from the data warehouse of a German di-

rect bank and has been anonymized for the purpose of this analysis. The objective is to 

predict the response of existing clients to a direct marketing campaign for a payment ac-

count by setting up and using a well performing random forest. Those models are used in 

daily business especially for the planning of advertising campaigns ensuring that only cus-

tomers with the highest affinity for a specific product will be targeted for promotional ac-

tivities. 

The analysis is based on three data sets (training, validation and test data) with 82 numeric 

variables and one binary response variable. Each data set considers a one-month period in 

2017. The data sets just contain customers who have not had any payment account at the 

beginning of the observation period. The response variable was set to 1 for those customers 

who opened a new payment account within the considered period and 0 otherwise. The 

values of the predictor variables represent the characteristics of the banking customers at 

the beginning of the respective period. 

Since response (opening of payment account) is a very rare event that results in highly im-

balanced classes, the non-responses are reduced using simple random undersampling43 to 

obtain distributions with a share of 10% responses and 90% non-responses. 

 

 

 
                                                 
43 Simple random undersampling seems to be a reasonable approach since Burez and Van den Poel (2009) 
found that more sophisticated undersampling methods do not bring further gains compared to the simple 
approach. 
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A summary of the data sets is presented in Table 7: 

Table 7: Summary of data sets with initial share of responses 

Data set Observations Share of responses No. predictors Period 

Training 55,380 10.00% 82 October 2017 

Validation 76,960 10.00% 82 November 2017 

Test 56,590 10.00% 82 December 2017 

Models with different parameter specifications are trained on data sets with a 10/90, 20/80 

and 30/70 distribution of responses versus non-responses. The data sets with a lower class 

imbalance are obtained by further reducing the number of non-responses with random un-

dersampling.44 However, all models are evaluated on the validation data set with a 10/90 

distribution, since this share of responses best reflects the actual share in the customer 

base. Furthermore, the evaluation of the models on data with the same distribution allows 

comparing the top10-lift. Missing values are replaced with the median of the correspond-

ing variable in the data set.45 

 

6.3 Modelling approach and evaluation metrics 

The different parameter combinations of random forests are first trained on data with dif-

ferent degrees of class imbalances and, in a second step, the performance of the respective 

models is assessed on the validation data set. The performance is evaluated based on two 

different measures, namely AUC (area under the ROC curve) and the top10-lift which is a 

more marketing related metric. 

As the name indicates, the AUC is closely related to the so-called receiver operating char-

acteristics curve (ROC). The ROC curve plots the tradeoff between the correctly classified 

positive observations (true-positive rate)46 and erroneously classified negative observations 

(1 − specificity) for every possible threshold at which observations are classified as posi-

tive observations. The intuition is that a downward shift of the threshold lead to an increase 

in the true-positive rate because more positive observations (with a low predicted probabil-

ity of being positive) will be correctly classified as positives (e.g. responses). On the other 

hand, an upward shift of the threshold causes that negative observations (with relatively 

                                                 
44 Note that reducing the non-responses causes a reduction of the entire training sample size. 
45 This procedure follows Breiman’s recommendation (Breiman and Cutler, 2003, pp. 7–8). This simple 
method was used for computational reasons. The median was determined based on the 10/90 distribution. 
46 The true-positive rate is also known as sensitivity (Bali et al., 2016, pos. 11243–11258). 
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high predicted probability of being positive) will also be classified as positives even if the 

observations are in fact negative (e.g. non-responses). Thus, the ROC curve demonstrates 

for every classification threshold the ability of the model to separate between responses 

and non-responses. The area under the ROC curve ranges between 0.5 for a model without 

any predictive power and 1.0 for a model that perfectly separates the two classes (Bali et 

al., 2016, pos. 11243–11278). 

The top10-lift is a measure that is commonly used for performance evaluation in the mar-

keting context. Predictive modelling is usually used in marketing to identify customers 

with the highest propensity to buy (or churn). The customers are therefore mostly grouped 

into ten equally sized segments (deciles) based on the predicted probabilities. Customers in 

the first segment have the highest propensity to respond to the campaign, whereas custom-

ers in the tenth segment are least likely to buy. The top10-lift is calculated by dividing the 

share of actual responses to the campaign in the first segment by the overall share of re-

sponses from all customers.47 If, for instance, the overall share of responses across all cus-

tomers is 1% and the response rate of clients in the first segment is 5%, the resulting lift 

will be 5. Thus, it is five times more likely to identify an actual response among the top10 

customers when using this model compared to a random draw from all customers without 

using any predictive model (Blattberg et al., 2008, pp. 263–266). 

After selecting the best performing model specification, the ‘winner’ model is analyzed in 

more detail. The future performance of the chosen model is estimated by predicting the test 

data and evaluating the predictive performance with the described evaluation metrics. Fur-

thermore, to shed more light into the black box, the importance of the predictor variables is 

explored based on the Gini importance and the mean decrease in accuracy. Partial depend-

ence plots additionally show the direction of the effects of the most important variables in 

the forest. 

Finally, the new concept of the classification improvement measure (see chapter 5) is also 

used to investigate the model and the results are compared with the established importance 

measures as well as with partial dependence plots. 

 

                                                 
47 See formula (17) in the appendix. 
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6.4 Model specifications and performance evaluation 

For the modelling part, the famous R-package randomForests with the original implemen-

tation proposed by Leo Breiman is used. Nine models with different specifications are 

trained and evaluated on each distribution, such that 27 different models are ultimately 

computed and compared to each other. 

Table 8 shows the parameter combinations: 

Table 8: Parameter settings of random forests 

Model name Number of drawn 
variables 

Minimum node size 
for split (proportion)a # trees in forest Bootstrap sample size 

(proportion)a 
RF 1 7 0.001 300 100 
RF 2 9 0.001 300 100 
RF 3 12 0.001 300 100 
RF 4 7 0.005 300 100 
RF 5 9 0.005 300 100 
RF 6 12 0.005 300 100 
RF 7 7 0.01 300 100 
RF 8 9 0.01 300 100 
RF 9 12 0.01 300 100 

Notes: a Expressed as proportion of observations in the training sample 

The varying parameters are the number of randomly drawn variables at each split and the 

depth of each individual tree, which is determined by the minimum number of observations 

required in a node for a split. The lower the minimum node size the deeper are the trees in 

the corresponding forest. Overall, three possible values are tested for each parameter lead-

ing to nine possible combinations. 

As proposed by Breiman, the size of the bootstrap sample is set to the same size as the 

original training data.48 However, due to sampling with replacement, about one-third of the 

observations are left out for each tree such that the major advantage of bagging is not un-

dermined. 

The number of trees in the forest is set to 300 in all specifications to make it computation-

ally feasible. Tests have shown that more trees do not bring additional performance gains. 

A logistic regression model with LASSO (least absolute shrinkage and selection operator) 

is computed on each distribution as a benchmark. The penalty coefficient lambda for the 

LASSO regression is determined using 10-fold cross-validation, whereby the lambda was 

chosen such that the AUC is maximized. 

                                                 
48 See Breiman and Cutler, 2003, p. 11. 
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Table 9 shows the performance metrics for the 27 random forests as well as the three 

LASSO regressions: 

Table 9: Performance evaluation of the models 

Share of responses  10%  20%  30% 

Performance measure  Top10-lift AUC  Top10-lift AUC  Top10-lift AUC 

LASSO regression  2.5832 0.6960  2.6052 0.6979  2.6143 0.6994 
RF 1  2.5754 0.7163  2.7365 0.7286  2.7001 0.7286 
RF 2  2.6156 0.7179  2.7222 0.7270  2.6598 0.7267 
RF 3  2.6299 0.7158  2.7586 0.7285  2.6611 0.7264 
RF 4  2.2856 0.6843  2.7378 0.7234  2.7430 0.7283 
RF 5  2.4532 0.6914  2.7690 0.7242  2.7456 0.7282 
RF 6  2.3090 0.6948  2.7690 0.7236  2.7482* 0.7285* 
RF 7  2.0673 0.6562  2.7729 0.7151  2.7326 0.7277 
RF 8  1.9348 0.6572  2.7300 0.7192  2.7300 0.7273 
RF 9  1.9893 0.6726  2.7651 0.7188  2.7495 0.7273 

Training sample size  55,380  27,690  18,460 

Notes: Highest values of metrics are printed in bold; * Performance metrics of chosen model 

The results show that random forests almost always outperform the LASSO regression in 

terms of AUC as well as of the top10-lift, which is consistent with the findings in the exist-

ing literature. 

Looking more closely at the performance of random forests trained on 10/90 data, both 

performance measures tend to decrease for forests with lower tree depth. Specifications 

trained on that distribution and having a minimal node size of 0.005 or larger are the only 

models that are outperformed by the regressions. Models trained on the other distributions 

show higher performance indicators compared to the ‘original’ 10/90 distribution and the 

performance is relatively robust across the different specifications. 

The model with the highest top10-lift is the specification RF 7 trained on the 20/80 distri-

bution with a value of 2.7729. In contrast, the models with the highest AUC of 0.7286 are 

the parameter combination RF 2 built on the 20/80 distribution and RF 2 trained on the 

30/70 distribution. 

Overall, it can be summarized that all random forests trained on the 10/90 distribution per-

form worse than the random forests trained on distributions with a higher share of respons-

es. Some models trained on the 10/90 distribution perform even worse than the LASSO 

regression models. The variation of the performance measures among the models trained 

on data with 20% and 30% responses is relatively low. The result that undersampling of 
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the majority class leads to a better predictive performance is also consistent with the find-

ings of Burez and Van den Poel (2009), Idris et al. (2012) and Miguéis et al. (2017). 

For the selection of the ‘best’ predictive model, it is advisable to choose a model which 

balances both performance measures. The model specification RF 6 trained on the data 

with 30% responses seems to be a good candidate since the AUC is very close to the ob-

served maximum value and the top10-lift of the model is among the five highest observed 

lifts.49 Hence, this model is chosen for predicting future responses to the payment account 

campaign. 

The future performance of the model is evaluated on the test data once again using AUC 

and the top10-lift. Furthermore, the ROC curves based on validation and test data are plot-

ted against each other for a graphical investigation of the performance. Figure 17 shows 

the resulting ROC plot and Table 10 compares the performance metrics of the model on 

both data sets: 

Figure 17: Comparison of ROC curves 

Source: Own illustration with R 

 

 

 

Table 10:      AUC and top10-lift 

Performance 
measure 

Top10-
lift AUC 

Validation 2.7482 0.7285 

Test 2.8786 0.7346 
 

 

The results reveal a robust prediction performance. The selected model performs even 

slightly better on the test data in terms of AUC and top10-lift and the ROC curve based on 

the test data is mostly above the curve that is based on the validation data set. 

                                                 
49 Note that RF 1 or RF 5 trained on the 20/80 distribution are also good candidates. However, due to compu-
tational reasons, a candidate model from the 30/70 distribution is chosen, since the individual trees consist of 
less nodes which makes computation of the node statistics for the classification improvement measure con-
siderably faster. 
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6.5 Model exploration 

Although a model has been found that shows a good and robust performance, nothing is 

known about the mechanisms inside the model that lead to the predictive performance. 

Hence, by combining the different approaches outlined in the preceding chapters, this 

chapter will contribute to a better understanding of the selected model. 

Table 11 provides an overview of the 15 most important predictor variables in the selected 

model according to the mean decrease in accuracy: 

Table 11: Variable importance measures (banking data) 

Rank Variable Description Mean decrease  
in accuracy b Gini importance 

1 age Age (years) 2.11 307.53 (1) 

2 last_acc_opening Days since last account opening 1.44 209.20 (3) 

3 no_logins Number of logins within  
last 6 months 1.39 232.46 (2) 

4 balance Balance 1.06 41.4 (11) 

5 duration_relationship Duration of customer relationship 
(months) 1.03 120.29 (4) 

6 sav_inv_volume Savings volume, incl. investment 
account 1.00 40.36 (13) 

7 max_inflow Highest external inflow on savings 
account within last 6 months 0.88 62.61 (6) 

8 balance_6m Balance six months ago 0.83 49.31 (9) 

9 var_sav_balance Variable savings account balance 0.78 52.37 (12) 

10 sum_inflow Sum of external inflows on savings 
account within last 6 months 0.77 66.24 (8) 

11 var_sav_transactions Number of savings account transac-
tions 0.64 31.35 (5) 

12 mean_var_sav_transac Mean volume of savings account 
transactions 0.31 28.95 (15) 

13 vol_var_sav_transac Volume of variable savings account 
transactions 0.28 47.80 (17) 

14 opening _inv_acc Months since opening of the invest-
ment account 0.26 17.88 (10) 

15 opening_last_loan Months since last active loan account 
opening 0.21 307.53 (26) 

Notes: Ranking based on mean decrease in accuracy; b The presented values of the mean decrease in accuracy (unscaled) 
express the percentage decrease when the variable is permuted multiplied with 100; The number in parentheses indicates 
the importance rank based on Gini importance 

The most influential predictor variable is customer’s age (age) followed by the days since 

last account opening (last_acc_opening) and the number of logins within the last 6 months 

(no_logins). Interestingly, these variables are also identified as the most important predic-

tors based on the Gini importance. Further highly ranked variables such as customer’s bal-

ance (balance), the aggregated volume on savings and investment accounts 

(sav_inv_volume) or the highest value of a monetary inflow within the last 6 months 

(max_inflow) are related to customer’s financial status. It is quite obvious that the majority 



63 
 

of the predictors reflect typical RFM variables, which is fully consistent with previous 

findings in the marketing literature (see chapter 4.2). However, the most important predic-

tor of the model is the age of a customer, which is also in line with the findings of Lari-

vière and Van den Poel (2005) and Miguéis et al. (2017) who also list age among their top5 

predictors variables. 

Recency is reflected by the days since the last account opening and by the duration of the 

customer relationship. A negative impact on response is expected for both variables, mean-

ing that customers are more likely to respond the less time has elapsed since their last pur-

chase or if customer relationship has recently started. 

In the context of banking, most products can only be purchased once. It is consequently not 

possible to assess frequency or monetary value based on repurchase behavior and expendi-

tures. Appropriate variables for assessing the frequency in the banking context measure the 

contact behavior, since those variables properly reflect customer’s engagement and their 

interaction with the bank. The number of logins within the last 6 months adequately mir-

rors customer’s contact behavior and is among the three most important variables in the 

forest. A positive impact on response is expected for that variable. The monetary value can 

be measured by variables that indicate the financial wealth as well as the value of financial 

transactions of a customer. Therefore, it is expected that higher account balances as well as 

higher inflows drive the prediction of a positive response. 

The currently available marketing literature has stopped at this point and missed to further 

investigate the direction of impact of the most influential predictor variables on the pre-

dicted outcome. Although Larivière and Van den Poel (2005) conduct simple descriptive 

analyses to explore the variable impact50, none of the papers presented in chapter 4.2 ex-

plores the prediction mechanisms of random forests itself. This gap is to be closed now 

using Friedman’s partial dependence plots as a reference to gain deeper insights into how 

predictions of the forest are influenced by the predictor variables. In the last step, the clas-

sification improvement measure is applied and the results are compared with those from 

the established methods. 

Figure 18 displays the partial dependence plots of the ten most important variables identi-

fied by the mean decrease in accuracy: 

                                                 
50 The authors used chi-square statistics for binary predictor variables and T-tests for all other predictors 
(Larivière and Van den Poel, 2005, p. 480). 
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Figure 18: Partial dependence plots of the ten most important predictor variables (banking data) 

 
Source: Own illustration with R; The plots are based on the training data of the selected model with 18,460 observations 
Notes: The blue ticks on the x-axes mark the deciles of the corresponding predictor variable
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As expected, the PDPs indicate a negative relationship between the recency variables 

(last_acc_opening and duration_relationship) and the outcome prediction. The age of a 

customer also shows a negative influence on the predicted probability. In contrast, the pre-

dicted probability is increasing in the number of logins, which coincides with the expecta-

tions formulated above. The direction of effects of variables representing the monetary 

value is ambiguous. On the one hand, the PDPs of variables measuring financial wealth 

(balance, volume_sav_inv and volume_var_sav) show a slightly negative trend, which is 

the opposite of what was expected. On the other hand, variables that are used to measure 

the value of financial transactions (max_inflow, sum_inflow) show a weak positive impact 

on the predictions, which is in line with the expectations. One possible explanation might 

be that the actual transaction behavior is more relevant with regard to the response proba-

bility than having much money on an account, since the transaction behavior better de-

scribes an active or passive usage of the bank accounts. Wealthy customers might only use 

their savings accounts to deposit large amounts of money but rarely interact with the bank. 

Table 12 presents the results for the 15 most important predictor variables based on the 

classification improvement measure: 

Table 12: Classification improvement measure (banking data) 

Variable # splits Net effect Squared effect 

no_logins 2,595 0.0300 8.36e-04 

age 4,225 -0.0367 6.31e-04 

last_acc_opening 3,770 -0.0222 3.89e-04 

var_sav_transactions 1,285 0.0068 1.28e-04 

max_inflow 1,270 0.0062 1.23e-04 

duration_relationship 2,950 -0.0114 1.20e-04 

sum_inflow 1,255 0.0046 8.39e-05 

opening _inv_acc 1,355 -0.0037 2.91e-05 

sum_outflow 956 -0.0016 2.63e-05 

max_outflow 923 -0.0016 2.53e-05 

login_trend 2,059 0.0011 2.28e-05 

balance_6m 2,067 0.0018 2.18e-05 

mail_30_days 822 0.0027 1.21e-05 

no_inv_acc 417 0.0017 1.01e-05 

sum_var_sav_transac 1,336 0.0012 9.73e-06 

Source: based on the author’s algorithm coded in SAS; Calculations are based on the training data of the selected model 
with 18,460 observations  
Notes: variables are ranked based on the squared effect 
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The same top3 predictor variables are identified by the classification improvement measure 

in a slightly different order. The number of logins is ranked at the top, followed by age and 

days since last account opening. The number of savings account transactions is now 

ranked at position four and the variable indicating the highest monetary inflow within the 

last 6 months is ranked at position five.51 The net effect of the number of logins indicates a 

positive impact on response prediction (0.0300), while the net effects of age (−0.0367), 

days since last account opening (−0.0222) and duration of the customer relationship 

(−0.0114) are negative.52 Furthermore, a higher maximum value of inflows (0.0062) as 

well as a higher number of savings account transactions drive the response prediction 

(0.0068). All findings with regard to the signs of the net effects are largely supported by 

the PDPs (see Figure 22 for additional PDPs for var_sav_transactions, max_outflow and 

sum_outflow). 

The absolute values of the net effects as well as of the squared effects are relatively low, 

which indicates that the individual split effects of the variables are small (compared to a 

perfect predictor that serves as a reference).53 To check the magnitude of the squared ef-

fects for plausibility, the effect of a root node split of a highly ranked predictor can be con-

sidered. The intuition behind this is that the split effect of the root node is potentially large 

since it is weighted with   = 1 (see formula (11)). 

For instance, if the number of logins is used as split variable for the root node, the optimal 

split point will always be 0.5.54 This implies that customers with zero logins are sorted into 

one child node and customers with at least one login are sorted into the other child node. 

The resulting squared effect of that split based on the classification improvement measure 

is 0.00337 55 (see electronic Appendix for the data). This is potentially the largest individ-

ual split effect of this variable, since splits that are located farther away from the root node 

are weighted down with the proportion of observations in the splitted node.56 

                                                 
51 Based on the Gini importance, these variables are ranked at position five and six. This clearly indicates that 
the ranking of important predictors provided by the classification improvement measure is closer related to 
the ranking provided by Gini importance. This seems to be plausible since both approaches use the structure 
of trees. 
52 Larivière and Van den Poel (2005) found that next-buyers are older which implies a positive relationship 
between age and response. However, the authors failed to specify which product they considered. 
53 Remember that a small net effect in combination with a relatively large squared effect is an indicator that 
large positive and large negative split effects cancel out (see chapter 5.2.2). 
54 Note that this is not generally the case. The optimal split point may differ due to different bootstrap sample 
size compositions. 
55 The resulting net effect of this split is 0.0580. 
56 The effect of the splits, which do not separate the root node, is weighted down due to   < 1. 
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For instance, the variable no_logins is used as split variable for the root node in the first 

three trees (the squared effect of the first split is always 0.00337). The resulting aggregat-

ed squared effects of the variable in these trees range between 0.00337 and 0.00342. 

In the fourth and fifth tree another predictor is used for the first split. Consequently, the 

squared effect of no_logins is lower and equals 0.00012 and 0.00032. This demonstrates 

that if a variable is used for the first split, the squared effect of this split tends to largely 

dominate the magnitude of the squared effect of that variable in a tree.57 Since the squared 

effect of a variable in a forest is the average squared effect over all trees, the squared effect 

of no_logins in the forest is 0.000836. This value is between the squared effect of the var-

iable in trees in which the variable was chosen for the first split, and in those trees in which 

another predictor was chosen. 

It can therefore be concluded that the small squared effects are plausible, since the squared 

effect of a root node split (which dominates the aggregated squared effect) based on the top 

predictor no_logins is 0.00337 and due to the fact that the squared effect in the forest 

tends to be smaller than the effect of a single root node split (due to averaging over all 

trees). The small squared effects imply a relatively weak power of the individual predictor 

variables to separate responses compared to a perfect predictor (squared effect would be 

equal to 1). 

Summarizing the results, both the traditional variable importance measures as well as the 

newly introduced classification improvement measure identify typical RFM variables as 

the most important predictors in the random forest. Additionally, the age of customers as a 

sociodemographic feature is also of great importance for the model. Consistent with the 

evidence from the RFM analysis, variables that measure recency have a negative impact, 

while variables indicating frequency have a positive impact. The effects of variables relat-

ed to financial transactions, such as the number of savings account transactions are positive 

which is also in line with the expectations. 

 

 

 

                                                 
57 Note that even if a perfect predictor could be included into the model, it is very unlikely that the squared 
effect would be 1 in a random forest. The intuition is that the variable will not always be included in the 
randomly drawn set of candidate variables for the split decision at the root node. 
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6.6 Addressing computational concerns 

The calculation of the classification improvement measure can be very computationally 

expensive. Given that the required information is available, the calculation of the two met-

rics itself is not the problem but the extraction of the information may be extremely time-

consuming, since the knowledge about the number of observations (𝑁) as well as the num-

ber of observations with 𝑌 = 1 (𝑁_𝑝𝑜𝑠) is required for each node in the forest.  

In order to gather the required information about the nodes, this thesis used the rules for 

each tree in the forest that are stored in the forest object in R and a data set with all rules 

was exported to SAS. After some data preparation steps the rules were applied to the train-

ing data using a loop that iterates over all nodes in a tree and over all trees in the forest. At 

each node the required information is calculated, stored in a separate table and labelled 

with the node ID and with the tree number which serves as an identifier.58 

The forest trained on the banking data consists of 300 trees with more than 400 nodes each, 

such that the entire forest has more than 120,000 nodes and consequently the same number 

of loop iterations is required. The results based on all 120,000 node information are pre-

sented in Table 12 (see previous chapter). However, a reduced version of the classification 

improvement measure, that is only based on the first 100 splits of each tree, was calculated 

such that only iterations over 201 nodes are required for each tree (in total 60,000 nodes). 

This strategy reduces the computational effort by half. As previously described, the idea 

behind this approach is that the effects of splits, that are located closer to the root node, 

have a larger impact and primarily determine the net and squared effects of important vari-

ables in a tree. 

The results of this reduced version are presented in Table 15 in the appendix and yield very 

similar results. The ranking of the fifteen most important predictor variables does not 

change and the net and squared effects of all variables are very similar to the resulting ef-

fects when using the whole tree information. Thus, this heuristic seems to be a reasonable 

strategy to reduce the computational effort but, nevertheless, additional research is required 

to check whether this result is generalizable. 

 

                                                 
58 The node IDs and tree numbers are used to merge the node information with the rule data set (see electron-
ic appendix for more information). 
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6.7 Limitations and issues for future research 

Overall, the results provided by the classification improvement measure are very promising 

but this approach also has several limitations. So far, the approach can only consider the 

impact of continuous predictor variables. Potentially important categorical predictors such 

as marital status, gender or preferred devices for logins are consequently not included in 

the response model which reduces the predictive performance. Future considerations 

should therefore go in the direction of an extension of the concept that allows the evalua-

tion of categorical predictors. Furthermore, additional tests based on different data sets 

should be conducted to check the validity of the approach and to identify potential prob-

lems (e.g. classification improvement values for variables that show quadratic impact on 

predicted outcome). 

This thesis implicitly uses partial dependence plots as a reference for the results of the 

classification improvement measure when assessing the direction of a variable effect even 

though both approaches do not exactly measure the same. Hence, further research projects 

should investigate the differences between both methods in more detail. A limitation of 

classification improvement measures compared to partial dependence plots is that large 

values (in absolute terms) indicate a strong separation performance of a variable but the 

exact split points are not revealed. For this reason, PDPs might be more appropriate to ob-

tain a more detailed picture. 

Another interesting aspect is the investigation of the mechanisms of both traditional varia-

ble importance measures and the classification improvement measure that may sometimes 

lead to different importance rankings. Rankings based on Gini importance and on classifi-

cation improvement measure are very similar, while their results differ slightly from those 

of the mean decrease in accuracy. 

From a theoretical point of view, it might be interesting to look at whether it is possible 

that the variable net effect in a single tree can become greater than +1 or smaller than −1. 

The effect of an individual split is by definition limited to the range between −1 and +1. 

However, it is not clear if many large positive or negative split effects can add up such that 

the net effects exceed these thresholds. 
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7 Summary 
Ensemble models such as random forests belong to the most powerful and popular predic-

tion techniques in machine learning, but are commonly considered as black boxes. 

This thesis contributes to the marketing and machine learning literature in several ways. It 

provides an overview over the existing methods to investigate the importance of predictor 

variables (variable importance measures) in a random forest as well as to assess the nature 

of the relationship using a visual tool (partial dependence plots). These methods are valua-

ble instruments to shed more light into the darkness of the forest but also suffer from limi-

tations. Variable importance measures for random forests are not able to indicate the direc-

tion of variable effects, while partial dependence plots are not able to identify the most 

relevant variables in a forest that are worth investigating in more detail. 

Therefore, this thesis presents a new approach named classification improvement measure 

that combines the ability to assess variable importance in random forests as well as to pro-

vide insights about the direction of variable effects. 

The empirical part was mainly based on data from a German bank and has demonstrated 

the benefits of random forests for the response prediction of a direct marketing campaign. 

Overall, 27 models with different parameters were trained on three data sets with different 

distributions of the target class and were benchmarked with a LASSO logistic regression. 

The models were evaluated on a validation data with a 10 % share of the target class set 

using AUC and the top10-lift as performance metrics. The results show that undersampling 

of the majority class is beneficial with regard to the model performance which is in line 

with the findings from marketing literature. Additionally, most of the random forest speci-

fications outperformed their benchmark, which highlights the superior performance of ran-

dom forests over traditional logistic regression approaches. It shows that the use of more 

sophisticated prediction algorithms may contribute to a better targeting of customers and to 

a more efficient marketing budget allocation. 

In a last step, a well performing random forest specification was chosen based on the per-

formance indicators and analyzed in more detail. Both variable importance measures as 

well as the classification improvement measure have identified customer’s age, the days 

since the last account opening and the number of logins within the last 6 months as the 

most important predictor variables for responses. The high relevance of typical RFM vari-

ables and the importance of the age of a customer for response predictions supports the 

findings from previous marketing studies. In order to determine the direction of the varia-
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ble effects, partial dependence plots and the classification improvement measure were 

used. The results of both methods reveal a negative impact of age on the predicted out-

come, meaning that younger customers drive the prediction of high response probabilities 

in the forest. 

Furthermore, the two approaches indicate that a higher number of logins within the last 6 

months drive the response probability and that the days since the last account opening have 

a negative impact on the response prediction. Both findings are consistent with the expec-

tations derived from the traditional RFM analysis. 

It can finally be concluded that random forests are an interesting and well performing ma-

chine learning algorithm that offers great opportunities for solving marketing decision 

problems and that random forests must not necessarily remain a black box. Although it 

requires some additional calculations to obtain deeper insights into the black box, this the-

sis has shown that it is worth the effort. 
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8 Appendix 
8.1 Appendix A: Additional figures 

Figure 19: Alternative representation of Figure 10 

 
Source: Own illustration with R using the pdp-package and the publicly available diabetes data set (included 
in the pdp-package). Plots show the impact on the prediction of a positive test for diabetes. 

 

Figure 20: Example for an ICE plot to analyze interactions 

 
Source: Figure 5 in (Goldstein et al., 2015, p. 51). 
The thick line represents the PDP. Green lines indicate observations that have values larger than the median 
of the interacting variable (rm). Red lines indicate observations that have values smaller than the median. The 
dots mark the location of the actual observation.
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Figure 21: Partial dependence plots for predictor variables (diabetes data) – axes over full value range of predictors 

 
Source: Own illustration with R using the pdp-package and the publicly available diabetes data set. Plots show the impact on the prediction of a positive test for diabetes. 
Notes: The blue ticks on the x-axes mark the deciles of the corresponding predictor variable. 
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Figure 22: Additional partial dependence plots (banking data) 

 
Source: Own illustration with R; The plots are based on the training data of the selected model with 18,460 observations 
Notes: The blue ticks on the x-axes mark the deciles of the corresponding predictor variable 
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8.2 Appendix B: Additional formulas 

 
Cost complexity measure (Breiman et al., 1993, p. 66): 

(16)   𝐶𝐶 (𝑇) = 𝐸𝑟𝑟𝑜𝑟(𝑇) + 𝛼 𝑆𝑖𝑧𝑒(𝑇) 

with: 
   𝐶𝐶 (𝑇) = 𝑐𝑜𝑠𝑡 𝑐𝑜𝑚𝑝𝑙𝑒𝑥𝑖𝑡𝑦 𝑜𝑓 𝑡𝑟𝑒𝑒 𝑇 𝐸𝑟𝑟𝑜𝑟(𝑇) = 𝑚𝑖𝑠𝑐𝑙𝑎𝑠𝑠𝑖𝑓𝑖𝑐𝑎𝑡𝑖𝑜𝑛 𝑟𝑎𝑡𝑒 𝑜𝑓 𝑡𝑟𝑒𝑒 𝑇 𝛼 = 𝑝𝑒𝑛𝑎𝑙𝑡𝑦 𝑓𝑎𝑐𝑡𝑜𝑟 𝑓𝑜𝑟 𝑖𝑛𝑐𝑟𝑒𝑎𝑠𝑖𝑛𝑔 𝑡𝑟𝑒𝑒 𝑠𝑖𝑧𝑒 (𝑐𝑜𝑠𝑡 𝑐𝑜𝑚𝑝𝑙𝑒𝑥𝑖𝑡𝑦 𝑝𝑎𝑟𝑎𝑚𝑡𝑒𝑟) 𝑆𝑖𝑧𝑒(𝑇) = 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑡𝑒𝑟𝑚𝑖𝑛𝑎𝑙 𝑛𝑜𝑑𝑒𝑠 𝑖𝑛 𝑡𝑟𝑒𝑒 𝑇 

 

 
 
 
Formula for lift (Blattberg et al., 2008, pp. 263–264): 

(17)    𝐿𝑖𝑓𝑡 =    

with: 
   𝐿𝑖𝑓𝑡 = 𝐿𝑖𝑓𝑡 𝑜𝑓 𝑡ℎ𝑒 𝑛𝑡ℎ 𝑑𝑒𝑐𝑖𝑙𝑒 𝑟𝑒𝑠𝑝𝑜𝑛𝑠𝑒 𝑟𝑎𝑡𝑒 = 𝑎𝑐𝑡𝑢𝑎𝑙 𝑟𝑒𝑠𝑝𝑜𝑛𝑠𝑒 𝑟𝑎𝑡𝑒 𝑖𝑛 𝑡ℎ𝑒 𝑛𝑡ℎ 𝑑𝑒𝑐𝑖𝑙𝑒 𝑟𝑒𝑠𝑝𝑜𝑛𝑠𝑒 𝑟𝑎𝑡𝑒 = 𝑟𝑒𝑠𝑝𝑜𝑛𝑠𝑒 𝑟𝑎𝑡𝑒 𝑎𝑐𝑟𝑜𝑠𝑠 𝑒𝑛𝑡𝑖𝑟𝑒 𝑑𝑎𝑡𝑎 𝑠𝑒𝑡 
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8.3 Appendix C: Additional tables 

Table 13: Misclassification Rates in % – 
Results from Breiman in his paper “Bagging Predictors” 

 
Source: Table 2 in (Breiman, 1996a, p. 125). �̅�  denotes the average misclassification error over 100 iterations of a single decision tree. �̅�  denotes the average misclassification error over 100 iterations of an ensemble of 50 decision trees. 
 
 
 
 
 
 
 
 
 
 

Table 14: Gini importance of predictor variables in small forest (simulated data) 

Variable Gini importance 𝑋  1.6032 𝑋  1.0635 𝑋  0.4444 
Source: based on output from R 
 

 

 

 

 

 

 

 



77 
 

Table 15: Classification improvement measure for predictor variables (banking data)–                                   
  (based on first 100 splits of each tree) 

Variable # splits Net effect Squared effect 

no_logins 1,616 0.0279 8.33e-04 

age 2,375 -0.0316 6.19e-04 

last_acc_opening 2,085 -0.0207 3.87e-04 

var_sav_transactions 734 0.0065 1.27e-04 

max_inflow 684 0.0060 1.23e-04 

duration_relationship 1,525 -0.0106 1.19e-04 

sum_inflow 687 0.0045 8.37e-05 

opening_first_inv_acc 809 -0.0035 2.89e-05 

sum_outflow 478 -0.0016 2.62e-05 

max_outflow 466 -0.0016 2.52e-05 

login_trend 1,064 0.0011 2.21e-05 

balance_6m 985 0.0019 2.15e-05 

mail_30_days 441 0.0022 1.18e-05 

no_inv_acc 274 0.0016 1.01e-05 

sum_var_sav_transac 631 0.0011 9.51e-06 

Source: based on the author’s algorithm coded in SAS 
Notes: variables are ranked based on the squared effect; the table represent the values of the metrics if only the first 100 
splits of each tree in the forest are used for calculation. 
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